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Abstract
Cloud technology is evolving at a rapid pace with innova-
tion occurring throughout the software stack. While up-
dates to Software-as-a-Service (SaaS) products require a
simple push of code to the production servers or plat-
form, updates to the Infrastructure-as-a-Service (IaaS)
or Platform-as-a-Service (PaaS) layers require more in-
tricate procedures to prevent disruption to services at
higher abstraction layers.

In this work we address the need for rolling up-
grades to PaaS systems. We do so with the App-
Scale PaaS, which is a multi-application, multi-language,
multi-infrastructure, and multi-datastore platform. Our
design and implementation allows for applications and
tenants to be migrated live from one cloud deployment to
another with guaranteed transaction semantics and min-
imal performance degradation. In this paper we moti-
vate the need for PaaS migration support and empirically
evaluate migrations between two AppScale deployments
using highly scalable datastores.

1 Introduction
Companies with on-premise Infrastructure-as-a-Service
(IaaS) and Platform-as-a-Service (PaaS) systems employ
private cloud technology, which provides the flexibility
and power of the public cloud, yet allows for the utiliza-
tion of on-premise resources and infrastructure. At the
IaaS level, these technologies include Eucalyptus, Nim-
bus, and OpenStack, all of which provide the capability
to automatically initialize and isolate virtual machines
(VMs) on physical machines [8, 5, 10].

PaaS systems, provide a set of high level APIs that de-
velopers program to, abstracting away lower level VM
details such as memory, disk, and CPU. Once the appli-
cation is deployed, the PaaS layer will scale resources as
needed to provide high availability and meet given ser-
vice level agreements (SLAs). In the private cloud space,
current PaaS offerings include AppScale, OpenShift, and
CloudFoundry[2, 9, 3].

As more and more companies go towards private PaaS
offerings, there is a critical concern for providing high
reliability and availability while also enabling the abil-
ity to perform updates on the underlying hardware and
software resources. At the OS level, within individual
VMs, security patches must be installed that may require
the system to be rebooted. At the PaaS level, user appli-
cations rely on a multitude of software subsystems that
may be frequently updated (e.g., load balancers, appli-
cation servers, and databases). Moreover, hardware up-
dates can occur when moving to higher end servers, or
moving to higher performing storage options (such as
solid state drives).

Open source PaaS technologies rely on a multitude
of components, which themselves are comprised of
open source solutions that are rapidly changing. These
changes come in response to getting community uptake
or decline in popularity, for reasons such as performance
and reliability. The communities following NoSQL data-
store technologies, where there are well over 100 differ-
ent options [7], are a prime example where there are con-
stant shifts between selections as technologies improve
with better performance and newer feature sets. Yet,
while the capability to swap out a datastore should be
possible, developers of such technologies are not incen-
tivized to create portable systems.

We address the requirement that real PaaS systems
face for frequent upgrades and the desire to swap out
technologies with minimal downtime by using a tech-
nique calledlive migration. With live migration, PaaS
users can be transplanted from one underlying technol-
ogy to another, whether that technology is the virtualiza-
tion layer, the IaaS, or some component technology of
the PaaS, with minimal service disruption.

We do so with the AppScale PaaS framework. App-
Scale is an open source cloud platform capable of run-
ning Google App Engine (GAE) applications and does
so scalably while supporting multiple infrastructures and
datastores. AppScale has plug-in capability for datas-
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Figure 1: Live migration in AppScale.

tores, supporting datastores such as Cassandra, HBase,
Hypertable, and MySQL Cluster.

Figure 1 shows an example of a live migration of two
different AppScale deployments, where the underlying
IaaS system and datastore used are being updated. In this
paper we address the need to be able to move applica-
tions and tenants from one PaaS deployment to another,
and to leverage the elasticity of private cloud infrastruc-
tures to perform live migrations.

In the sections that follow, we first provide background
on AppScale and its data model. We then describe the re-
quirements, design, and implementation of our live mi-
gration system and show an evaluation of our live mi-
gration support between two deployments of AppScale,
where we transition the datastore used from Cassandra to
Hypertable. Our evaluation looks at several components
of the system, including the synchronization of our dis-
tributed transaction manager, datastore performance, and
switchover time.

2 Background and Related Work
AppScale provides GAE application portability as well
as infrastructure and datastore agnosticism. It provides
this portability by implementing the GAE APIs, doing
so scalably and with fault tolerance. While there are
many APIs supported by AppScale for GAE compati-
bility, the only system state that requires migration is the
datastore, as the other APIs are stateless or have no im-
pact on correctness if transferred to a secondary deploy-
ment. Yet, for performance reasons we also address the
preloading of memcache, a distributed memory caching
system meant to alleviate load on the datastore, as to pre-
vent having a cold cache upon the traffic handover.

Infrastructure agnosticism comes by the way of how
AppScale is packaged as a virtual machine image. Any
virtualization technology capable of running a Ubuntu
virtual machine image can run AppScale (e.g., Xen,
KVM), and any IaaS that is EC2 compatible (e.g., Eu-
calyptus, OpenStack) allows for AppScale to be auto-
matically deployed over a varying number of nodes at
initialization.

AppScale employs an abstraction layer above the data-
store, allowing for the plugging-in of a variety of NoSQL
technologies, which are automatically deployed at ini-
tialization. We contribute a unifying data migration layer
that now allows for the ability to do rolling upgrades to
new versions of the existing datastore or an entirely dif-
ferent datastore, a feature that many NoSQL datastores
do not currently support.

The datastore layer within AppScale was extended
to provide ACID transaction support, regardless of the
underlying datastore [1], via a distributed coordinator.
Lock granularity for transactions is at an “entity group”
level, where entities that share a common root entity
are within the same group. These groups are detailed
by the developer within their application, and cannot be
changed thereafter without deleting the entities.

Moreover, the query support in GAE, and thus App-
Scale, is limited to only scalable and real-time opera-
tions. There is no support for JOINs or queries which
can do INSERTs, and hence all queries perform read-
only operations. Since queries which can be performed
in GAE are derived from the ability to do range queries
on the datastore, certain queries are not allowed, such as
inequality filters on multiple properties.

Related work includes Albatross [4], a migration tech-
nique for moving tenants in a cloud system between de-
ployments. While we can also provide per-tenant move-
ment between deployments, our data model allows for
the capability to update the software stack at multiple
levels, all while maintaining backwards compatibility
with running applications. Furthermore, while much re-
search has been done in VM migration [6], it does not ad-
dress the problem of performing software stack upgrades
above the IaaS layer or allow for per-tenant migration.

3 Design and Implementation
Live migration of data must adhere to certain require-
ments, such as high availability, backward compatibil-
ity, a minimal number of failed transactions, and min-
imal performance degradation. We have designed and
implemented our PaaS migration techniques within App-
Scale with these requirements and metrics in mind. To
do so, we leverage existing components, including the
datastore-agnostic transaction support. Migration re-
quires multiple phases, in which state is synchronized
between two separate deployments. Figure 2 shows the
different stages required to make a full transition from
the current deployment to the next.

3.1 Migration Initialization
The first steps in our migration process require the con-
figuration and deployment of a secondary AppScale in-
stance (N2), initiated by the primary AppScale instance
(N1). N2’s firewall is opened up to allow access byN1 to
controlN2’s network channels (such as SOAP servers).
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Figure 2: Timeline of the migration process.

OnceN2 has been successfully initialized,N1 utilizes
the AppScale command-line tools (a toolset which cloud
administrators can use to interact with AppScale deploy-
ments) to upload copies of the applications running in
N1 to N2. At this point, no data has transferred and
the applications themselves, while running, are not be-
ing accessed by users. We currently do not support the
uploading of new applications toN1 while the migration
is taking place.

3.2 Metadata Synchronization
ZooKeeper is a distributed coordination system that App-
Scale employs to manage state between different services
within a deployment, as well as for locking to provide
transactional semantics, as explained in [1].

After theN2 ZooKeeper instances are up, nodes are
automatically synchronized withN1 for new updates, as
a consensus is required via the Paxos algorithm once they
have joined the cluster. Existing data is then made avail-
able to the new ZooKeeper nodes by doing the synchro-
nization functionality in a depth-first search. ZooKeeper
nodes are decommissioned atN1 after the full migration
is complete.

3.3 Memcache Warm-up
Our objective for memcache is to have a warm cache in
N2 by the time the handover takes place. For this we
do not require full synchronization but a best effort to
keep all relevant and most recently used data in the cache.
We achieve this by employing copy-on-write (COW) and
also copy-on-read (COR) for memcache updates toN2.
The local read or write happens in parallel to the remote
write to minimize overhead. We do not do asynchronous
updates as to adhere to cache coherency when entries are
invalidated. This step is initiated as soon asN2’s mem-
cache system is operational (not shown in Figure 2).

3.4 Data Synchronization
After synchronizing the metadata inN1, we can now syn-
chronize application data. The data access layer at each
node has a REST interface that signals the current stage
of migration the process should be in. Each datastore
process on each node is sent a message containing the IP
address ofN2. Upon receiving this message, any writes
or deletes are forwarded toN2 in a copy-on-write man-
ner.

It should be noted that because of the GAE Datastore
API’s transaction semantics, writes and deletes are al-
ways part of a transaction, even if the transaction is only a
single operation. Therefore, each operation requires that
a lock be acquired and held through ZooKeeper (which is
shared state between deployments). Furthermore, COW
updates are done in parallel with local writes to the trans-
action journal and datastore, to minimize latency.

Transactions must always verify that if it started dur-
ing normal operation that it did not transition into COW
mode mid-transaction upon being committed. If so, the
transaction must be retried to ensure that its state is suc-
cessfully synchronized with the secondary deployment
via COW. By default, failed transactions will retry up to
three times, before they permanently fail.

Once all datastore access layers acknowledge they are
in COW mode, then the datastore snapshot process can
begin. COW updates start before the snapshot is started
and proceeds during and after, as to make sure no new
updates are lost. The updates themselves are SOAP calls
to a migration service running onN2 which uses the
datastore agnostic API.

A full snapshot of the datastore consists of serializ-
ing each table into a set of flat files which are then com-
pressed. Each independent file can be loaded intoN2 in
parallel as an optimization, yet we currently do it serially
for simplicity.

The completed snapshot is then copied over toN2

where it is loaded into the datastore via the datastore
agnostic transaction layer [1]. Updates are done trans-
actionally, where the key is first checked to make sure
no live updates were done to the entry before updating
it. This is only possible because ZooKeeper state is cur-
rently shared between deployments. If an entry has been
updated during a live datastore write, the snapshot ver-
sion is simply ignored, as it is stale data (a journaled ver-
sion will still be available if a rollback is required). Fur-
thermore, it is not possible for an entry to be loaded into
N2’s datastore while an ongoing transaction is in place
at N1. N2 will fail to get the lock on the given entity
group and will exponentially backoff until the lock can
be attained. After the lock has been acquired, it will then
check to see if the given entry already exists, where it
will find an entry due to the aforementioned transaction,
and thus move onto the next entity to load.

3.5 Traffic Handover
Once full data synchronization as been achieved we then
switchN1 as a full proxy for data access toN2, making it
the primary replica for data access. This step is required
as we make the transition ontoN2 for the traffic handoff.

We have two stages of traffic switching. The first stage
does permanent redirects at the proxy routing layer (ng-
inx), but because we cannot guarantee that all proxies on
all nodes force redirection at the same time we require
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the full data-proxy stage to make sure there is no case
where a user who has not been routed over does not see
updates made by a user at the secondary deployment (in-
dependent updates atN2 are not synchronized back to
N1).

Second, we use DNS updates to make sure that the
secondary deployment has subsequent traffic from new
users. DNS updates alone do not suffice, as many clients
cache the DNS entry and it may take ample time before
it refreshes its entry. Amazon’s Route 53 was the DNS
service we used because of its high availability and scal-
ability. Modifications to the DNS was done using their
RESTful API which allows for dynamic updates. Our
updates consisted of updating the resource record field
to point fromN1’s IP toN2’s IP.

3.6 Fault Tolerance
In a distributed setting we are able to leverage App-
Scale’s current fault tolerant capabilities for live migra-
tion. If transactions fail during a live migration the
transaction handler identifier is recorded into ZooKeeper
which is shared state between deployments. Any reads
of an entity that has a blacklisted transaction identifier is
ignored, and the correct version identifier, which is saved
in ZooKeeper, is fetched from the transaction journal.
While data is currently checked with md5 hashes when
transferred across nodes to prevent data corruption, we
do not handle Byzantine faults.

4 Evaluation
In this section we measure the overhead associated with
live migration between one AppScale deployment to a
secondary. We do so with two single node deployments
of VMs with 7.5GB of RAM and 4 CPU cores. The ini-
tial deployment had Cassandra 1.0.7 as its storage layer,
while the secondary deployment had Hypertable 0.9.5.5.
The testing application was a GAE application with a
RESTful interface. Reads and writes were done based
on parameters passed to this application per request.

We first measure the time to synchronize our locking
system with ZooKeeper. Next we empirically evaluate
the time taken to upload different sized entities from
a snapshot. Furthermore, we look at the overhead of
updates to both the datastore and memcache which oc-
curred during live migration. Lastly, we quantify the
latency associated with a switch over using Amazon’s
Route 53.

4.1 ZooKeeper Synchronization
Table 1 shows the time taken for synchronizing a node
given a different amount of ZooKeeper nodes in which
transactional lock states are stored. The number of root
entities signifies the number of locks required, and thus
need to be synchronized. We see that the time taken on
average has sub-linear growth as the number of entries

Lock Count Min Mean Stdev Max
1000 4.44 4.49 ±0.03 4.53
5000 6.57 6.58 ±0.04 6.62
10000 8.35 8.47 ±0.07 8.53
50000 23.6 23.8 ±0.13 24.0
100000 42.8 43.0 ±0.22 43.4

Table 1: Time in milliseconds required for lock synchro-
nization on a new ZooKeeper node with a varying num-
ber of lock entries.

State Read % Min Mean Stdev Max
N 20 46.4 107.2 ±23.6 240.2
N 50 44.5 100.2 ±24.5 223.9
N 80 44.3 94.0 ±24.1 348.1
M 20 43.7 115.8 ±32.4 536.5
M 50 45.7 103.3 ±27.1 274.5
M 80 47.0 94.2 ±23.0 233.1

Table 2: A comparison of time taken for request in mil-
liseconds between normal operation (N) and live migra-
tion (M) for different workload percentages of reads ver-
sus writes.

grow while maintaining a relatively low standard devia-
tion.

4.2 Memcache
We measured the time taken for migration of reads and
writes to memcache and measured the overhead com-
pared to normal operation. For entity sizes of 5KB, we
found that COW added 0.17ms of overhead, while COR
added 0.85ms, both adding less than one percent overall
overhead per user request when doing both local and re-
mote updates in parallel. COR added slightly more over
overhead because writes are 10.3 times longer compared
to a local read.

4.3 Datastore Performance
Table 2 has a comparison of the average latency with dif-
ferent workloads, from a 20/80 read-to-write ratio, to an
80/20 ratio. We compare the initial state (pre-migration)
and during migration with 100,000 updates. Load is gen-
erated using the Apache Benchmark Tool with a concur-
rent setting of 10 requests which maxed out all the CPU
cores. Read heavy operations see the least amount of
overhead as it does not require copy-on-write operations
with the secondary deployment. Figure 3 shows there is
more overhead associated with write heavy workloads,
yet because updates to the remote deployment are done
in parallel with the local writes to the datastore, we min-
imize the additional required latency. Overall we see the
overhead at an average of 7.4% with write heavy work-
loads, while being negligible for read heavy workloads at
0.2%. The most write heavy workload also sees a longer
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Figure 3: CDF of latency of different work loads comparing normal operation to live migration. The x-axis is latency
in milliseconds.

Size Min Mean Stdev Max
100B 1.72 2.45 ±0.92 20.53
500B 1.71 2.29 ±0.80 19.08
1KB 1.70 2.43 ±0.97 17.03
5KB 1.78 2.62 ±0.75 12.53
10KB 1.79 2.71 ±1.09 18.26
50KB 1.82 2.88 ±1.03 20.02
100KB 2.17 3.18 ±1.00 24.45

Table 3: Time for transactionally loading entities of dif-
ferent sizes into Hypertable through the datastore agnos-
tic transactional layer. Times are in milliseconds.

tail past the 95th percentile, from 170ms to 190ms. For
both scenarios no failed requests were reported.

Table 3 presents the time taken for different entity
sizes when loaded from a snapshot. For this experiment
10,000 updates of each size were loaded and measured.
These times include the time to acquire the lock, to check
if the current key had an existing value, and to do the
write. There were insertion times over 20ms as the max
times show, but these were well into the 95th percentile
(CDF not shown).

4.4 Traffic Handover
We use the AWS REST-based API to dynamically update
the resource record names in Route 53. We measure the
switchover time with the Apache Benchmark Tool which
continuously sends HTTP request to the initial deploy-
ment. The average time to switch over was 46.4 seconds
with a standard deviation of 0.97 with a total of 10 trials.
The time measured is the difference between when the
first HTTP request appears in the access logs of the sec-
ondary deployment to the the initial time the API request
was sent.

5 Conclusion
In this paper we have designed, implemented, and evalu-
ated a PaaS live migration technique that provides mini-
mal performance degradation and little to no service dis-
ruption. As part of future work, we will evaluate dif-
ferent combinations of rolling upgrades throughout the
cloud stack, as well as migrations across WANs.
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