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Speech technology

2

Video captioning

Home devices

Mobile devices
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Speech applications

• Speech to text/speech recognition - dictation etc. 

• Text to speech - reading out aloud 

• Keyword spotting - "Hey Alexa/Portal" 

• Speaker identification - is it your voice? 

• Language identification 

• Speech translation
4



Overview

• Traditional speech recognition 

• Self-supervised learning for speech processing 
• wav2vec 2.0 
• Cross-lingual training 
• Completely unsupervised speech recognition
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Traditional speech recognition
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Speech recognition
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I       like     black      tea      with       milk



Traditional automatic speech recognition (ASR)
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Feature representation

Acoustic model

Language model
<latexit sha1_base64="7O5ryYbbbq1ERrYskraqC1R5HiU=">AAAB63icbVBNS8NAEJ3Ur1q/qh69LBahXkoioh6LXjxWsB/QhrLZbtqlu5uwuxFK6F/w4kERr/4hb/4bN2kO2vpg4PHeDDPzgpgzbVz32ymtrW9sbpW3Kzu7e/sH1cOjjo4SRWibRDxSvQBrypmkbcMMp71YUSwCTrvB9C7zu09UaRbJRzOLqS/wWLKQEWwyKa53z4fVmttwc6BV4hWkBgVaw+rXYBSRRFBpCMda9z03Nn6KlWGE03llkGgaYzLFY9q3VGJBtZ/mt87RmVVGKIyULWlQrv6eSLHQeiYC2ymwmehlLxP/8/qJCW/8lMk4MVSSxaIw4chEKHscjZiixPCZJZgoZm9FZIIVJsbGU7EheMsvr5LORcO7angPl7XmbRFHGU7gFOrgwTU04R5a0AYCE3iGV3hzhPPivDsfi9aSU8wcwx84nz9LeI3A</latexit>

p(W )

<latexit sha1_base64="ZvmkdNojR2PeUaQwW3DkNO6flBE=">AAAB7XicbVBNSwMxEJ2tX7V+VT16CRahXsquFPVYFMRjBfsB7VKyabaNzSZLkhXK2v/gxYMiXv0/3vw3pu0etPXBwOO9GWbmBTFn2rjut5NbWV1b38hvFra2d3b3ivsHTS0TRWiDSC5VO8CaciZowzDDaTtWFEcBp61gdD31W49UaSbFvRnH1I/wQLCQEWys1IzLN0+t016x5FbcGdAy8TJSggz1XvGr25ckiagwhGOtO54bGz/FyjDC6aTQTTSNMRnhAe1YKnBEtZ/Orp2gE6v0USiVLWHQTP09keJI63EU2M4Im6Fe9Kbif14nMeGlnzIRJ4YKMl8UJhwZiaavoz5TlBg+tgQTxeytiAyxwsTYgAo2BG/x5WXSPKt45xXvrlqqXWVx5OEIjqEMHlxADW6hDg0g8ADP8ApvjnRenHfnY96ac7KZQ/gD5/MHvl+Olg==</latexit>

p(F |W )

<latexit sha1_base64="huGjp/7X5D20y8rcIf/3porI4o0=">AAAB6HicbVBNS8NAEJ34WetX1aOXxSJ4KomIeiwK4rEF+wFtKJvtpF272YTdjVBCf4EXD4p49Sd589+4bXPQ1gcDj/dmmJkXJIJr47rfzsrq2vrGZmGruL2zu7dfOjhs6jhVDBssFrFqB1Sj4BIbhhuB7UQhjQKBrWB0O/VbT6g0j+WDGSfoR3QgecgZNVaq3/VKZbfizkCWiZeTMuSo9Upf3X7M0gilYYJq3fHcxPgZVYYzgZNiN9WYUDaiA+xYKmmE2s9mh07IqVX6JIyVLWnITP09kdFI63EU2M6ImqFe9Kbif14nNeG1n3GZpAYlmy8KU0FMTKZfkz5XyIwYW0KZ4vZWwoZUUWZsNkUbgrf48jJpnle8y4pXvyhXb/I4CnAMJ3AGHlxBFe6hBg1ggPAMr/DmPDovzrvzMW9dcfKZI/gD5/MHnGmM0A==</latexit>

F

<latexit sha1_base64="eGFHkKhV1l7rTHdCgFYUhVcCGm0=">AAAB6HicbVBNS8NAEJ3Ur1q/qh69LBbBU0lE1GPRi8cW7Ae0oWy2k3btZhN2N0IJ/QVePCji1Z/kzX/jts1BWx8MPN6bYWZekAiujet+O4W19Y3NreJ2aWd3b/+gfHjU0nGqGDZZLGLVCahGwSU2DTcCO4lCGgUC28H4bua3n1BpHssHM0nQj+hQ8pAzaqzU6PTLFbfqzkFWiZeTCuSo98tfvUHM0gilYYJq3fXcxPgZVYYzgdNSL9WYUDamQ+xaKmmE2s/mh07JmVUGJIyVLWnIXP09kdFI60kU2M6ImpFe9mbif143NeGNn3GZpAYlWywKU0FMTGZfkwFXyIyYWEKZ4vZWwkZUUWZsNiUbgrf88ippXVS9q6rXuKzUbvM4inACp3AOHlxDDe6hDk1ggPAMr/DmPDovzrvzsWgtOPnMMfyB8/kDt7GM4g==</latexit>

X

<latexit sha1_base64="Vuhp1zQZKtTq/BSGZxixzXdMLus=">AAACAnicbVBNS8NAEN3Ur1q/op7Ey2IRqoeSiKgXoejFYwXbFJoYNttNu3Q3CbsbscTixb/ixYMiXv0V3vw3btsctPXBwOO9GWbmBQmjUlnWt1GYm19YXCoul1ZW19Y3zM2tpoxTgUkDxywWrQBJwmhEGooqRlqJIIgHjDhB/3LkO3dESBpHN2qQEI+jbkRDipHSkm/uOLeH8By6SHRdju79zBnCpOI8tA58s2xVrTHgLLFzUgY56r755XZinHISKcyQlG3bSpSXIaEoZmRYclNJEoT7qEvamkaIE+ll4xeGcF8rHRjGQlek4Fj9PZEhLuWAB7qTI9WT095I/M9rpyo88zIaJakiEZ4sClMGVQxHecAOFQQrNtAEYUH1rRD3kEBY6dRKOgR7+uVZ0jyq2idV+/q4XLvI4yiCXbAHKsAGp6AGrkAdNAAGj+AZvII348l4Md6Nj0lrwchntsEfGJ8/Gl2V+Q==</latexit>

W ⇤ = argmax
W

p(W |X)

<latexit sha1_base64="36bSyvklx6xcDuUSckbZMFX8Jxc=">AAACB3icbVDLSsNAFJ3UV62vqEtBBovQuiiJiLoRioK4rGCbQhPDZDpth04mYWYiltidG3/FjQtF3PoL7vwbp20W2nrgcg/n3MvMPUHMqFSW9W3k5uYXFpfyy4WV1bX1DXNzqyGjRGBSxxGLRDNAkjDKSV1RxUgzFgSFASNO0L8Y+c4dEZJG/EYNYuKFqMtph2KktOSbu87tATyDLhJdN0T3fuoMYVy6fHDKujll3yxaFWsMOEvsjBRBhppvfrntCCch4QozJGXLtmLlpUgoihkZFtxEkhjhPuqSlqYchUR66fiOIdzXSht2IqGLKzhWf2+kKJRyEAZ6MkSqJ6e9kfif10pU59RLKY8TRTiePNRJGFQRHIUC21QQrNhAE4QF1X+FuIcEwkpHV9Ah2NMnz5LGYcU+rtjXR8XqeRZHHuyAPVACNjgBVXAFaqAOMHgEz+AVvBlPxovxbnxMRnNGtrMN/sD4/AG9lZdR</latexit>

W ⇤ = argmax
W

p(F |W )p(W ) Decoder

Transcription
<latexit sha1_base64="LTZBZVZ7DaXQB+oNGHkrLDCJbqo=">AAAB63icbVBNS8NAEJ3Ur1q/qh69LBZBPJRERD0WvXisYD+gjWWz3bRLdzdhdyOU0L/gxYMiXv1D3vw3btIctPXBwOO9GWbmBTFn2rjut1NaWV1b3yhvVra2d3b3qvsHbR0litAWiXikugHWlDNJW4YZTruxolgEnHaCyW3md56o0iySD2YaU1/gkWQhI9hkUufxDA2qNbfu5kDLxCtIDQo0B9Wv/jAiiaDSEI617nlubPwUK8MIp7NKP9E0xmSCR7RnqcSCaj/Nb52hE6sMURgpW9KgXP09kWKh9VQEtlNgM9aLXib+5/USE177KZNxYqgk80VhwpGJUPY4GjJFieFTSzBRzN6KyBgrTIyNp2JD8BZfXibt87p3WffuL2qNmyKOMhzBMZyCB1fQgDtoQgsIjOEZXuHNEc6L8+58zFtLTjFzCH/gfP4AJYiNpw==</latexit>

W ⇤



• Represent words as sequences of phonemes 

• hello  =  h   eh  l  ow 

• Distinct units of sound to distinguish words

9

Traditional automatic speech recognition (ASR)



Traditional automatic speech recognition (ASR)
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Feature representation

Acoustic model

Language model

Pronunciation model

<latexit sha1_base64="7O5ryYbbbq1ERrYskraqC1R5HiU=">AAAB63icbVBNS8NAEJ3Ur1q/qh69LBahXkoioh6LXjxWsB/QhrLZbtqlu5uwuxFK6F/w4kERr/4hb/4bN2kO2vpg4PHeDDPzgpgzbVz32ymtrW9sbpW3Kzu7e/sH1cOjjo4SRWibRDxSvQBrypmkbcMMp71YUSwCTrvB9C7zu09UaRbJRzOLqS/wWLKQEWwyKa53z4fVmttwc6BV4hWkBgVaw+rXYBSRRFBpCMda9z03Nn6KlWGE03llkGgaYzLFY9q3VGJBtZ/mt87RmVVGKIyULWlQrv6eSLHQeiYC2ymwmehlLxP/8/qJCW/8lMk4MVSSxaIw4chEKHscjZiixPCZJZgoZm9FZIIVJsbGU7EheMsvr5LORcO7angPl7XmbRFHGU7gFOrgwTU04R5a0AYCE3iGV3hzhPPivDsfi9aSU8wcwx84nz9LeI3A</latexit>

p(W )

<latexit sha1_base64="huGjp/7X5D20y8rcIf/3porI4o0=">AAAB6HicbVBNS8NAEJ34WetX1aOXxSJ4KomIeiwK4rEF+wFtKJvtpF272YTdjVBCf4EXD4p49Sd589+4bXPQ1gcDj/dmmJkXJIJr47rfzsrq2vrGZmGruL2zu7dfOjhs6jhVDBssFrFqB1Sj4BIbhhuB7UQhjQKBrWB0O/VbT6g0j+WDGSfoR3QgecgZNVaq3/VKZbfizkCWiZeTMuSo9Upf3X7M0gilYYJq3fHcxPgZVYYzgZNiN9WYUDaiA+xYKmmE2s9mh07IqVX6JIyVLWnITP09kdFI63EU2M6ImqFe9Kbif14nNeG1n3GZpAYlmy8KU0FMTKZfkz5XyIwYW0KZ4vZWwoZUUWZsNkUbgrf48jJpnle8y4pXvyhXb/I4CnAMJ3AGHlxBFe6hBg1ggPAMr/DmPDovzrvzMW9dcfKZI/gD5/MHnGmM0A==</latexit>

F

<latexit sha1_base64="eGFHkKhV1l7rTHdCgFYUhVcCGm0=">AAAB6HicbVBNS8NAEJ3Ur1q/qh69LBbBU0lE1GPRi8cW7Ae0oWy2k3btZhN2N0IJ/QVePCji1Z/kzX/jts1BWx8MPN6bYWZekAiujet+O4W19Y3NreJ2aWd3b/+gfHjU0nGqGDZZLGLVCahGwSU2DTcCO4lCGgUC28H4bua3n1BpHssHM0nQj+hQ8pAzaqzU6PTLFbfqzkFWiZeTCuSo98tfvUHM0gilYYJq3fXcxPgZVYYzgdNSL9WYUDamQ+xaKmmE2s/mh07JmVUGJIyVLWnIXP09kdFI60kU2M6ImpFe9mbif143NeGNn3GZpAYlWywKU0FMTGZfkwFXyIyYWEKZ4vZWwkZUUWZsNiUbgrf88ippXVS9q6rXuKzUbvM4inACp3AOHlxDDe6hDk1ggPAMr/DmPDovzrvzsWgtOPnMMfyB8/kDt7GM4g==</latexit>

X

<latexit sha1_base64="Vuhp1zQZKtTq/BSGZxixzXdMLus=">AAACAnicbVBNS8NAEN3Ur1q/op7Ey2IRqoeSiKgXoejFYwXbFJoYNttNu3Q3CbsbscTixb/ixYMiXv0V3vw3btsctPXBwOO9GWbmBQmjUlnWt1GYm19YXCoul1ZW19Y3zM2tpoxTgUkDxywWrQBJwmhEGooqRlqJIIgHjDhB/3LkO3dESBpHN2qQEI+jbkRDipHSkm/uOLeH8By6SHRdju79zBnCpOI8tA58s2xVrTHgLLFzUgY56r755XZinHISKcyQlG3bSpSXIaEoZmRYclNJEoT7qEvamkaIE+ll4xeGcF8rHRjGQlek4Fj9PZEhLuWAB7qTI9WT095I/M9rpyo88zIaJakiEZ4sClMGVQxHecAOFQQrNtAEYUH1rRD3kEBY6dRKOgR7+uVZ0jyq2idV+/q4XLvI4yiCXbAHKsAGp6AGrkAdNAAGj+AZvII348l4Md6Nj0lrwchntsEfGJ8/Gl2V+Q==</latexit>

W ⇤ = argmax
W

p(W |X)

Decoder

Transcription
<latexit sha1_base64="LTZBZVZ7DaXQB+oNGHkrLDCJbqo=">AAAB63icbVBNS8NAEJ3Ur1q/qh69LBZBPJRERD0WvXisYD+gjWWz3bRLdzdhdyOU0L/gxYMiXv1D3vw3btIctPXBwOO9GWbmBTFn2rjut1NaWV1b3yhvVra2d3b3qvsHbR0litAWiXikugHWlDNJW4YZTruxolgEnHaCyW3md56o0iySD2YaU1/gkWQhI9hkUufxDA2qNbfu5kDLxCtIDQo0B9Wv/jAiiaDSEI617nlubPwUK8MIp7NKP9E0xmSCR7RnqcSCaj/Nb52hE6sMURgpW9KgXP09kWKh9VQEtlNgM9aLXib+5/USE177KZNxYqgk80VhwpGJUPY4GjJFieFTSzBRzN6KyBgrTIyNp2JD8BZfXibt87p3WffuL2qNmyKOMhzBMZyCB1fQgDtoQgsIjOEZXuHNEc6L8+58zFtLTjFzCH/gfP4AJYiNpw==</latexit>

W ⇤

<latexit sha1_base64="+FTsW++Cioy3TPReAqWsqSvGEjI=">AAAB7XicbVBNSwMxEJ2tX7V+VT16CRahXsquFPVY9OKxBfsB7VKyabaNzSZLkhXK2v/gxYMiXv0/3vw3pu0etPXBwOO9GWbmBTFn2rjut5NbW9/Y3MpvF3Z29/YPiodHLS0TRWiTSC5VJ8CaciZo0zDDaSdWFEcBp+1gfDvz249UaSbFvZnE1I/wULCQEWys1IrLjaf2eb9YcivuHGiVeBkpQYZ6v/jVG0iSRFQYwrHWXc+NjZ9iZRjhdFroJZrGmIzxkHYtFTii2k/n107RmVUGKJTKljBorv6eSHGk9SQKbGeEzUgvezPxP6+bmPDaT5mIE0MFWSwKE46MRLPX0YApSgyfWIKJYvZWREZYYWJsQAUbgrf88ippXVS8y4rXqJZqN1kceTiBUyiDB1dQgzuoQxMIPMAzvMKbI50X5935WLTmnGzmGP7A+fwBzyyOoQ==</latexit>

p(Q|W )

<latexit sha1_base64="gXlanU6REQMJf5KEwAtBmBdNioY=">AAAB7XicbVBNSwMxEJ2tX7V+VT16CRahXsquiHosCuKxBfsB7VKyabaNzSZLkhXK2v/gxYMiXv0/3vw3pu0etPXBwOO9GWbmBTFn2rjut5NbWV1b38hvFra2d3b3ivsHTS0TRWiDSC5VO8CaciZowzDDaTtWFEcBp61gdDP1W49UaSbFvRnH1I/wQLCQEWys1IzLt0/1016x5FbcGdAy8TJSggy1XvGr25ckiagwhGOtO54bGz/FyjDC6aTQTTSNMRnhAe1YKnBEtZ/Orp2gE6v0USiVLWHQTP09keJI63EU2M4Im6Fe9Kbif14nMeGVnzIRJ4YKMl8UJhwZiaavoz5TlBg+tgQTxeytiAyxwsTYgAo2BG/x5WXSPKt4FxWvfl6qXmdx5OEIjqEMHlxCFe6gBg0g8ADP8ApvjnRenHfnY96ac7KZQ/gD5/MHtUGOkA==</latexit>

p(F |Q)<latexit sha1_base64="2TLj2pfJzwYqM0eH1qBraRpP8+8=">AAACFXicbVDLSgMxFM3UV62vqks3wSK0ImVGRN0IRUFcdsB2Cp1xyKRpG5rMDElGLNP+hBt/xY0LRdwK7vwb08dCWw+EezjnXm7uCWJGpTLNbyOzsLi0vJJdza2tb2xu5bd36jJKBCY1HLFINAIkCaMhqSmqGGnEgiAeMOIEvauR79wTIWkU3qp+TDyOOiFtU4yUlvz8kXN3CC+gi0TH5ejBT50hdGXCfRvGxeuBXdLFHjij4pT8fMEsm2PAeWJNSQFMUfXzX24rwgknocIMSdm0zFh5KRKKYkaGOTeRJEa4hzqkqWmIOJFeOr5qCA+00oLtSOgXKjhWf0+kiEvZ54Hu5Eh15aw3Ev/zmolqn3spDeNEkRBPFrUTBlUERxHBFhUEK9bXBGFB9V8h7iKBsNJB5nQI1uzJ86R+XLZOy5Z9UqhcTuPIgj2wD4rAAmegAm5AFdQABo/gGbyCN+PJeDHejY9Ja8aYzuyCPzA+fwBFyZxd</latexit>

W ⇤ = argmax
W

X

Q

p(F |Q)p(Q|W )p(W )



Traditional automatic speech recognition (ASR)
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Feature representation

Acoustic model

Language model

Pronunciation model

<latexit sha1_base64="7O5ryYbbbq1ERrYskraqC1R5HiU=">AAAB63icbVBNS8NAEJ3Ur1q/qh69LBahXkoioh6LXjxWsB/QhrLZbtqlu5uwuxFK6F/w4kERr/4hb/4bN2kO2vpg4PHeDDPzgpgzbVz32ymtrW9sbpW3Kzu7e/sH1cOjjo4SRWibRDxSvQBrypmkbcMMp71YUSwCTrvB9C7zu09UaRbJRzOLqS/wWLKQEWwyKa53z4fVmttwc6BV4hWkBgVaw+rXYBSRRFBpCMda9z03Nn6KlWGE03llkGgaYzLFY9q3VGJBtZ/mt87RmVVGKIyULWlQrv6eSLHQeiYC2ymwmehlLxP/8/qJCW/8lMk4MVSSxaIw4chEKHscjZiixPCZJZgoZm9FZIIVJsbGU7EheMsvr5LORcO7angPl7XmbRFHGU7gFOrgwTU04R5a0AYCE3iGV3hzhPPivDsfi9aSU8wcwx84nz9LeI3A</latexit>

p(W )

<latexit sha1_base64="huGjp/7X5D20y8rcIf/3porI4o0=">AAAB6HicbVBNS8NAEJ34WetX1aOXxSJ4KomIeiwK4rEF+wFtKJvtpF272YTdjVBCf4EXD4p49Sd589+4bXPQ1gcDj/dmmJkXJIJr47rfzsrq2vrGZmGruL2zu7dfOjhs6jhVDBssFrFqB1Sj4BIbhhuB7UQhjQKBrWB0O/VbT6g0j+WDGSfoR3QgecgZNVaq3/VKZbfizkCWiZeTMuSo9Upf3X7M0gilYYJq3fHcxPgZVYYzgZNiN9WYUDaiA+xYKmmE2s9mh07IqVX6JIyVLWnITP09kdFI63EU2M6ImqFe9Kbif14nNeG1n3GZpAYlmy8KU0FMTKZfkz5XyIwYW0KZ4vZWwoZUUWZsNkUbgrf48jJpnle8y4pXvyhXb/I4CnAMJ3AGHlxBFe6hBg1ggPAMr/DmPDovzrvzMW9dcfKZI/gD5/MHnGmM0A==</latexit>

F

<latexit sha1_base64="eGFHkKhV1l7rTHdCgFYUhVcCGm0=">AAAB6HicbVBNS8NAEJ3Ur1q/qh69LBbBU0lE1GPRi8cW7Ae0oWy2k3btZhN2N0IJ/QVePCji1Z/kzX/jts1BWx8MPN6bYWZekAiujet+O4W19Y3NreJ2aWd3b/+gfHjU0nGqGDZZLGLVCahGwSU2DTcCO4lCGgUC28H4bua3n1BpHssHM0nQj+hQ8pAzaqzU6PTLFbfqzkFWiZeTCuSo98tfvUHM0gilYYJq3fXcxPgZVYYzgdNSL9WYUDamQ+xaKmmE2s/mh07JmVUGJIyVLWnIXP09kdFI60kU2M6ImpFe9mbif143NeGNn3GZpAYlWywKU0FMTGZfkwFXyIyYWEKZ4vZWwkZUUWZsNiUbgrf88ippXVS9q6rXuKzUbvM4inACp3AOHlxDDe6hDk1ggPAMr/DmPDovzrvzsWgtOPnMMfyB8/kDt7GM4g==</latexit>

X

<latexit sha1_base64="Vuhp1zQZKtTq/BSGZxixzXdMLus=">AAACAnicbVBNS8NAEN3Ur1q/op7Ey2IRqoeSiKgXoejFYwXbFJoYNttNu3Q3CbsbscTixb/ixYMiXv0V3vw3btsctPXBwOO9GWbmBQmjUlnWt1GYm19YXCoul1ZW19Y3zM2tpoxTgUkDxywWrQBJwmhEGooqRlqJIIgHjDhB/3LkO3dESBpHN2qQEI+jbkRDipHSkm/uOLeH8By6SHRdju79zBnCpOI8tA58s2xVrTHgLLFzUgY56r755XZinHISKcyQlG3bSpSXIaEoZmRYclNJEoT7qEvamkaIE+ll4xeGcF8rHRjGQlek4Fj9PZEhLuWAB7qTI9WT095I/M9rpyo88zIaJakiEZ4sClMGVQxHecAOFQQrNtAEYUH1rRD3kEBY6dRKOgR7+uVZ0jyq2idV+/q4XLvI4yiCXbAHKsAGp6AGrkAdNAAGj+AZvII348l4Md6Nj0lrwchntsEfGJ8/Gl2V+Q==</latexit>

W ⇤ = argmax
W

p(W |X)

Decoder

Transcription
<latexit sha1_base64="LTZBZVZ7DaXQB+oNGHkrLDCJbqo=">AAAB63icbVBNS8NAEJ3Ur1q/qh69LBZBPJRERD0WvXisYD+gjWWz3bRLdzdhdyOU0L/gxYMiXv1D3vw3btIctPXBwOO9GWbmBTFn2rjut1NaWV1b3yhvVra2d3b3qvsHbR0litAWiXikugHWlDNJW4YZTruxolgEnHaCyW3md56o0iySD2YaU1/gkWQhI9hkUufxDA2qNbfu5kDLxCtIDQo0B9Wv/jAiiaDSEI617nlubPwUK8MIp7NKP9E0xmSCR7RnqcSCaj/Nb52hE6sMURgpW9KgXP09kWKh9VQEtlNgM9aLXib+5/USE177KZNxYqgk80VhwpGJUPY4GjJFieFTSzBRzN6KyBgrTIyNp2JD8BZfXibt87p3WffuL2qNmyKOMhzBMZyCB1fQgDtoQgsIjOEZXuHNEc6L8+58zFtLTjFzCH/gfP4AJYiNpw==</latexit>

W ⇤

<latexit sha1_base64="+FTsW++Cioy3TPReAqWsqSvGEjI=">AAAB7XicbVBNSwMxEJ2tX7V+VT16CRahXsquFPVY9OKxBfsB7VKyabaNzSZLkhXK2v/gxYMiXv0/3vw3pu0etPXBwOO9GWbmBTFn2rjut5NbW9/Y3MpvF3Z29/YPiodHLS0TRWiTSC5VJ8CaciZo0zDDaSdWFEcBp+1gfDvz249UaSbFvZnE1I/wULCQEWys1IrLjaf2eb9YcivuHGiVeBkpQYZ6v/jVG0iSRFQYwrHWXc+NjZ9iZRjhdFroJZrGmIzxkHYtFTii2k/n107RmVUGKJTKljBorv6eSHGk9SQKbGeEzUgvezPxP6+bmPDaT5mIE0MFWSwKE46MRLPX0YApSgyfWIKJYvZWREZYYWJsQAUbgrf88ippXVS8y4rXqJZqN1kceTiBUyiDB1dQgzuoQxMIPMAzvMKbI50X5935WLTmnGzmGP7A+fwBzyyOoQ==</latexit>

p(Q|W )

<latexit sha1_base64="gXlanU6REQMJf5KEwAtBmBdNioY=">AAAB7XicbVBNSwMxEJ2tX7V+VT16CRahXsquiHosCuKxBfsB7VKyabaNzSZLkhXK2v/gxYMiXv0/3vw3pu0etPXBwOO9GWbmBTFn2rjut5NbWV1b38hvFra2d3b3ivsHTS0TRWiDSC5VO8CaciZowzDDaTtWFEcBp61gdDP1W49UaSbFvRnH1I/wQLCQEWys1IzLt0/1016x5FbcGdAy8TJSggy1XvGr25ckiagwhGOtO54bGz/FyjDC6aTQTTSNMRnhAe1YKnBEtZ/Orp2gE6v0USiVLWHQTP09keJI63EU2M4Im6Fe9Kbif14nMeGVnzIRJ4YKMl8UJhwZiaavoz5TlBg+tgQTxeytiAyxwsTYgAo2BG/x5WXSPKt4FxWvfl6qXmdx5OEIjqEMHlxCFe6gBg0g8ADP8ApvjnRenHfnY96ac7KZQ/gD5/MHtUGOkA==</latexit>

p(F |Q)<latexit sha1_base64="2TLj2pfJzwYqM0eH1qBraRpP8+8=">AAACFXicbVDLSgMxFM3UV62vqks3wSK0ImVGRN0IRUFcdsB2Cp1xyKRpG5rMDElGLNP+hBt/xY0LRdwK7vwb08dCWw+EezjnXm7uCWJGpTLNbyOzsLi0vJJdza2tb2xu5bd36jJKBCY1HLFINAIkCaMhqSmqGGnEgiAeMOIEvauR79wTIWkU3qp+TDyOOiFtU4yUlvz8kXN3CC+gi0TH5ejBT50hdGXCfRvGxeuBXdLFHjij4pT8fMEsm2PAeWJNSQFMUfXzX24rwgknocIMSdm0zFh5KRKKYkaGOTeRJEa4hzqkqWmIOJFeOr5qCA+00oLtSOgXKjhWf0+kiEvZ54Hu5Eh15aw3Ev/zmolqn3spDeNEkRBPFrUTBlUERxHBFhUEK9bXBGFB9V8h7iKBsNJB5nQI1uzJ86R+XLZOy5Z9UqhcTuPIgj2wD4rAAmegAm5AFdQABo/gGbyCN+PJeDHejY9Ja8aYzuyCPzA+fwBFyZxd</latexit>

W ⇤ = argmax
W

X

Q

p(F |Q)p(Q|W )p(W )

Focus of this talk



Feature representation

• Typical sample rates for speech: 8KHz, 16KHz.  
• Traditionally: build spectrogram 

11



Spectrogram

• Small window, e.g., 20ms of waveform 
• Compute FFT and take magnitude 
• Describes frequency content in local window

12



Spectrogram

• Concatenate frames from adjacent windows to form a spectrogram

13



Self-supervised speech 
representation learning

14



Training speech recognition models

15

I       like     black      tea      with       milk

• Train on 1,000s of hours of transcribed data  
for good systems. 

• Many languages, dialects, domains etc. 



Supervised machine learning

16

cat( , )

Need to annotate lots of data!

potential train/test mismatch



Supervised machine learning

16

cat( , )

Need to annotate lots of data!

potential train/test mismatch

Not how humans learn!



Supervised machine learning
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Learning good representations of audio data  
from unlabeled audio
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Pre-trained model

0.1
0.5

-0.9
...
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Pre-trained model

0.1
0.5

-0.9
...

I like tea

Speech recognition



20

Pre-trained model

0.1
0.5

-0.9
...

Ich mag Tee

Speech translation
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Pre-trained model

0.1
0.5

-0.9
...

Audio event detection

"music"



22

X
<latexit sha1_base64="eFc/CcufjQXkIIgegQKZWdirbK0=">AAAB8nicbVBNS8NAFHypX7V+VT16WSyCp5KIoMeCF49VbC2koWy2m3bpJht2X4QS+jO8eFDEq7/Gm//GTZuDtg4sDDPvsfMmTKUw6LrfTmVtfWNzq7pd29nd2z+oHx51jco04x2mpNK9kBouRcI7KFDyXqo5jUPJH8PJTeE/PnFthEoecJryIKajRESCUbSS348pjhmVeW82qDfcpjsHWSVeSRpQoj2of/WHimUxT5BJaozvuSkGOdUomOSzWj8zPKVsQkfctzShMTdBPo88I2dWGZJIafsSJHP190ZOY2OmcWgni4hm2SvE/zw/w+g6yEWSZsgTtvgoyiRBRYr7yVBozlBOLaFMC5uVsDHVlKFtqWZL8JZPXiXdi6bnNr27y0brvqyjCidwCufgwRW04Bba0AEGCp7hFd4cdF6cd+djMVpxyp1j+APn8weYEZF+</latexit><latexit sha1_base64="eFc/CcufjQXkIIgegQKZWdirbK0=">AAAB8nicbVBNS8NAFHypX7V+VT16WSyCp5KIoMeCF49VbC2koWy2m3bpJht2X4QS+jO8eFDEq7/Gm//GTZuDtg4sDDPvsfMmTKUw6LrfTmVtfWNzq7pd29nd2z+oHx51jco04x2mpNK9kBouRcI7KFDyXqo5jUPJH8PJTeE/PnFthEoecJryIKajRESCUbSS348pjhmVeW82qDfcpjsHWSVeSRpQoj2of/WHimUxT5BJaozvuSkGOdUomOSzWj8zPKVsQkfctzShMTdBPo88I2dWGZJIafsSJHP190ZOY2OmcWgni4hm2SvE/zw/w+g6yEWSZsgTtvgoyiRBRYr7yVBozlBOLaFMC5uVsDHVlKFtqWZL8JZPXiXdi6bnNr27y0brvqyjCidwCufgwRW04Bba0AEGCp7hFd4cdF6cd+djMVpxyp1j+APn8weYEZF+</latexit><latexit sha1_base64="eFc/CcufjQXkIIgegQKZWdirbK0=">AAAB8nicbVBNS8NAFHypX7V+VT16WSyCp5KIoMeCF49VbC2koWy2m3bpJht2X4QS+jO8eFDEq7/Gm//GTZuDtg4sDDPvsfMmTKUw6LrfTmVtfWNzq7pd29nd2z+oHx51jco04x2mpNK9kBouRcI7KFDyXqo5jUPJH8PJTeE/PnFthEoecJryIKajRESCUbSS348pjhmVeW82qDfcpjsHWSVeSRpQoj2of/WHimUxT5BJaozvuSkGOdUomOSzWj8zPKVsQkfctzShMTdBPo88I2dWGZJIafsSJHP190ZOY2OmcWgni4hm2SvE/zw/w+g6yEWSZsgTtvgoyiRBRYr7yVBozlBOLaFMC5uVsDHVlKFtqWZL8JZPXiXdi6bnNr27y0brvqyjCidwCufgwRW04Bba0AEGCp7hFd4cdF6cd+djMVpxyp1j+APn8weYEZF+</latexit><latexit sha1_base64="eFc/CcufjQXkIIgegQKZWdirbK0=">AAAB8nicbVBNS8NAFHypX7V+VT16WSyCp5KIoMeCF49VbC2koWy2m3bpJht2X4QS+jO8eFDEq7/Gm//GTZuDtg4sDDPvsfMmTKUw6LrfTmVtfWNzq7pd29nd2z+oHx51jco04x2mpNK9kBouRcI7KFDyXqo5jUPJH8PJTeE/PnFthEoecJryIKajRESCUbSS348pjhmVeW82qDfcpjsHWSVeSRpQoj2of/WHimUxT5BJaozvuSkGOdUomOSzWj8zPKVsQkfctzShMTdBPo88I2dWGZJIafsSJHP190ZOY2OmcWgni4hm2SvE/zw/w+g6yEWSZsgTtvgoyiRBRYr7yVBozlBOLaFMC5uVsDHVlKFtqWZL8JZPXiXdi6bnNr27y0brvqyjCidwCufgwRW04Bba0AEGCp7hFd4cdF6cd+djMVpxyp1j+APn8weYEZF+</latexit>

Z

<latexit sha1_base64="AbUB20ZkMBJJrNGS9CvvOZFQGF8=">AAAB8nicbVDLSgMxFL1TX7W+qi7dBIvgqsxIQd0V3LisYh84HUomzbShmWRIMkIZ+hluXCji1q9x59+YaWehrQcCh3PuJeeeMOFMG9f9dkpr6xubW+Xtys7u3v5B9fCoo2WqCG0TyaXqhVhTzgRtG2Y47SWK4jjktBtObnK/+0SVZlI8mGlCgxiPBIsYwcZKfj/GZkwwzx5ng2rNrbtzoFXiFaQGBVqD6ld/KEkaU2EIx1r7npuYIMPKMMLprNJPNU0wmeAR9S0VOKY6yOaRZ+jMKkMUSWWfMGiu/t7IcKz1NA7tZB5RL3u5+J/npya6CjImktRQQRYfRSlHRqL8fjRkihLDp5ZgopjNisgYK0yMbaliS/CWT14lnYu616hf3zVqzfuijjKcwCmcgweX0IRbaEEbCEh4hld4c4zz4rw7H4vRklPsHMMfOJ8/nvuRjA==</latexit>

CNN

raw waveform

Latent speech
representations

wav2vec 2.0
• Masked prediction with transformer, bi-

directional contextualized representations 
(similar to BERT). 

• But predict what? Learn an inventory of 
speech units with vector quantization via 
Gumbel softmax. 

• Learning task: Joint VQ & context 
representation learning.  

• Contrast true quantized latent with 
distractor latents.



wav2vec 2.0

X
<latexit sha1_base64="eFc/CcufjQXkIIgegQKZWdirbK0=">AAAB8nicbVBNS8NAFHypX7V+VT16WSyCp5KIoMeCF49VbC2koWy2m3bpJht2X4QS+jO8eFDEq7/Gm//GTZuDtg4sDDPvsfMmTKUw6LrfTmVtfWNzq7pd29nd2z+oHx51jco04x2mpNK9kBouRcI7KFDyXqo5jUPJH8PJTeE/PnFthEoecJryIKajRESCUbSS348pjhmVeW82qDfcpjsHWSVeSRpQoj2of/WHimUxT5BJaozvuSkGOdUomOSzWj8zPKVsQkfctzShMTdBPo88I2dWGZJIafsSJHP190ZOY2OmcWgni4hm2SvE/zw/w+g6yEWSZsgTtvgoyiRBRYr7yVBozlBOLaFMC5uVsDHVlKFtqWZL8JZPXiXdi6bnNr27y0brvqyjCidwCufgwRW04Bba0AEGCp7hFd4cdF6cd+djMVpxyp1j+APn8weYEZF+</latexit><latexit sha1_base64="eFc/CcufjQXkIIgegQKZWdirbK0=">AAAB8nicbVBNS8NAFHypX7V+VT16WSyCp5KIoMeCF49VbC2koWy2m3bpJht2X4QS+jO8eFDEq7/Gm//GTZuDtg4sDDPvsfMmTKUw6LrfTmVtfWNzq7pd29nd2z+oHx51jco04x2mpNK9kBouRcI7KFDyXqo5jUPJH8PJTeE/PnFthEoecJryIKajRESCUbSS348pjhmVeW82qDfcpjsHWSVeSRpQoj2of/WHimUxT5BJaozvuSkGOdUomOSzWj8zPKVsQkfctzShMTdBPo88I2dWGZJIafsSJHP190ZOY2OmcWgni4hm2SvE/zw/w+g6yEWSZsgTtvgoyiRBRYr7yVBozlBOLaFMC5uVsDHVlKFtqWZL8JZPXiXdi6bnNr27y0brvqyjCidwCufgwRW04Bba0AEGCp7hFd4cdF6cd+djMVpxyp1j+APn8weYEZF+</latexit><latexit sha1_base64="eFc/CcufjQXkIIgegQKZWdirbK0=">AAAB8nicbVBNS8NAFHypX7V+VT16WSyCp5KIoMeCF49VbC2koWy2m3bpJht2X4QS+jO8eFDEq7/Gm//GTZuDtg4sDDPvsfMmTKUw6LrfTmVtfWNzq7pd29nd2z+oHx51jco04x2mpNK9kBouRcI7KFDyXqo5jUPJH8PJTeE/PnFthEoecJryIKajRESCUbSS348pjhmVeW82qDfcpjsHWSVeSRpQoj2of/WHimUxT5BJaozvuSkGOdUomOSzWj8zPKVsQkfctzShMTdBPo88I2dWGZJIafsSJHP190ZOY2OmcWgni4hm2SvE/zw/w+g6yEWSZsgTtvgoyiRBRYr7yVBozlBOLaFMC5uVsDHVlKFtqWZL8JZPXiXdi6bnNr27y0brvqyjCidwCufgwRW04Bba0AEGCp7hFd4cdF6cd+djMVpxyp1j+APn8weYEZF+</latexit><latexit sha1_base64="eFc/CcufjQXkIIgegQKZWdirbK0=">AAAB8nicbVBNS8NAFHypX7V+VT16WSyCp5KIoMeCF49VbC2koWy2m3bpJht2X4QS+jO8eFDEq7/Gm//GTZuDtg4sDDPvsfMmTKUw6LrfTmVtfWNzq7pd29nd2z+oHx51jco04x2mpNK9kBouRcI7KFDyXqo5jUPJH8PJTeE/PnFthEoecJryIKajRESCUbSS348pjhmVeW82qDfcpjsHWSVeSRpQoj2of/WHimUxT5BJaozvuSkGOdUomOSzWj8zPKVsQkfctzShMTdBPo88I2dWGZJIafsSJHP190ZOY2OmcWgni4hm2SvE/zw/w+g6yEWSZsgTtvgoyiRBRYr7yVBozlBOLaFMC5uVsDHVlKFtqWZL8JZPXiXdi6bnNr27y0brvqyjCidwCufgwRW04Bba0AEGCp7hFd4cdF6cd+djMVpxyp1j+APn8weYEZF+</latexit>

Z

<latexit sha1_base64="AbUB20ZkMBJJrNGS9CvvOZFQGF8=">AAAB8nicbVDLSgMxFL1TX7W+qi7dBIvgqsxIQd0V3LisYh84HUomzbShmWRIMkIZ+hluXCji1q9x59+YaWehrQcCh3PuJeeeMOFMG9f9dkpr6xubW+Xtys7u3v5B9fCoo2WqCG0TyaXqhVhTzgRtG2Y47SWK4jjktBtObnK/+0SVZlI8mGlCgxiPBIsYwcZKfj/GZkwwzx5ng2rNrbtzoFXiFaQGBVqD6ld/KEkaU2EIx1r7npuYIMPKMMLprNJPNU0wmeAR9S0VOKY6yOaRZ+jMKkMUSWWfMGiu/t7IcKz1NA7tZB5RL3u5+J/npya6CjImktRQQRYfRSlHRqL8fjRkihLDp5ZgopjNisgYK0yMbaliS/CWT14lnYu616hf3zVqzfuijjKcwCmcgweX0IRbaEEbCEh4hld4c4zz4rw7H4vRklPsHMMfOJ8/nvuRjA==</latexit>

…

C

<latexit sha1_base64="MdYkdScTEPCFZ+zkzFYHzx6vsfU=">AAAB8nicbVDLSgMxFM3UV62vqks3wSK4KjNSUHeFblxWsQ+YDiWTZtrQTDIkd4Qy9DPcuFDErV/jzr8x085CWw8EDufcS849YSK4Adf9dkobm1vbO+Xdyt7+weFR9fika1SqKetQJZTuh8QwwSXrAAfB+olmJA4F64XTVu73npg2XMlHmCUsiMlY8ohTAlbyBzGBCSUia82H1ZpbdxfA68QrSA0VaA+rX4ORomnMJFBBjPE9N4EgIxo4FWxeGaSGJYROyZj5lkoSMxNki8hzfGGVEY6Utk8CXqi/NzISGzOLQzuZRzSrXi7+5/kpRDdBxmWSApN0+VGUCgwK5/fjEdeMgphZQqjmNiumE6IJBdtSxZbgrZ68TrpXda9Rv71v1JoPRR1ldIbO0SXy0DVqojvURh1EkULP6BW9OeC8OO/Ox3K05BQ7p+gPnM8ffAiRdQ==</latexit>

Q

<latexit sha1_base64="edUm7D+Sm7O5bC2L0byZugOTXbo=">AAAB8nicbVDLSgMxFM3UV62vqks3wSK4KjNSUHcFNy5bsQ+YDiWTZtrQTDIkd4Qy9DPcuFDErV/jzr8x085CWw8EDufcS849YSK4Adf9dkobm1vbO+Xdyt7+weFR9fika1SqKetQJZTuh8QwwSXrAAfB+olmJA4F64XTu9zvPTFtuJKPMEtYEJOx5BGnBKzkD2ICE0pE1p4PqzW37i6A14lXkBoq0BpWvwYjRdOYSaCCGON7bgJBRjRwKti8MkgNSwidkjHzLZUkZibIFpHn+MIqIxwpbZ8EvFB/b2QkNmYWh3Yyj2hWvVz8z/NTiG6CjMskBSbp8qMoFRgUzu/HI64ZBTGzhFDNbVZMJ0QTCralii3BWz15nXSv6l6jfttu1JoPRR1ldIbO0SXy0DVqonvUQh1EkULP6BW9OeC8OO/Ox3K05BQ7p+gPnM8fkU6Rgw==</latexit>

Masked

CNN

Context 
representations

raw waveform

Quantized
representations

Latent speech
representations

Transformer

• Masked prediction with transformer, bi-
directional contextualized representations 
(similar to BERT). 

• But predict what? Learn an inventory of 
speech units with vector quantization via 
Gumbel softmax. 

• Learning task: Joint VQ & context 
representation learning.  

• Contrast true quantized latent with 
distractor latents.



wav2vec 2.0

X
<latexit sha1_base64="eFc/CcufjQXkIIgegQKZWdirbK0=">AAAB8nicbVBNS8NAFHypX7V+VT16WSyCp5KIoMeCF49VbC2koWy2m3bpJht2X4QS+jO8eFDEq7/Gm//GTZuDtg4sDDPvsfMmTKUw6LrfTmVtfWNzq7pd29nd2z+oHx51jco04x2mpNK9kBouRcI7KFDyXqo5jUPJH8PJTeE/PnFthEoecJryIKajRESCUbSS348pjhmVeW82qDfcpjsHWSVeSRpQoj2of/WHimUxT5BJaozvuSkGOdUomOSzWj8zPKVsQkfctzShMTdBPo88I2dWGZJIafsSJHP190ZOY2OmcWgni4hm2SvE/zw/w+g6yEWSZsgTtvgoyiRBRYr7yVBozlBOLaFMC5uVsDHVlKFtqWZL8JZPXiXdi6bnNr27y0brvqyjCidwCufgwRW04Bba0AEGCp7hFd4cdF6cd+djMVpxyp1j+APn8weYEZF+</latexit><latexit sha1_base64="eFc/CcufjQXkIIgegQKZWdirbK0=">AAAB8nicbVBNS8NAFHypX7V+VT16WSyCp5KIoMeCF49VbC2koWy2m3bpJht2X4QS+jO8eFDEq7/Gm//GTZuDtg4sDDPvsfMmTKUw6LrfTmVtfWNzq7pd29nd2z+oHx51jco04x2mpNK9kBouRcI7KFDyXqo5jUPJH8PJTeE/PnFthEoecJryIKajRESCUbSS348pjhmVeW82qDfcpjsHWSVeSRpQoj2of/WHimUxT5BJaozvuSkGOdUomOSzWj8zPKVsQkfctzShMTdBPo88I2dWGZJIafsSJHP190ZOY2OmcWgni4hm2SvE/zw/w+g6yEWSZsgTtvgoyiRBRYr7yVBozlBOLaFMC5uVsDHVlKFtqWZL8JZPXiXdi6bnNr27y0brvqyjCidwCufgwRW04Bba0AEGCp7hFd4cdF6cd+djMVpxyp1j+APn8weYEZF+</latexit><latexit sha1_base64="eFc/CcufjQXkIIgegQKZWdirbK0=">AAAB8nicbVBNS8NAFHypX7V+VT16WSyCp5KIoMeCF49VbC2koWy2m3bpJht2X4QS+jO8eFDEq7/Gm//GTZuDtg4sDDPvsfMmTKUw6LrfTmVtfWNzq7pd29nd2z+oHx51jco04x2mpNK9kBouRcI7KFDyXqo5jUPJH8PJTeE/PnFthEoecJryIKajRESCUbSS348pjhmVeW82qDfcpjsHWSVeSRpQoj2of/WHimUxT5BJaozvuSkGOdUomOSzWj8zPKVsQkfctzShMTdBPo88I2dWGZJIafsSJHP190ZOY2OmcWgni4hm2SvE/zw/w+g6yEWSZsgTtvgoyiRBRYr7yVBozlBOLaFMC5uVsDHVlKFtqWZL8JZPXiXdi6bnNr27y0brvqyjCidwCufgwRW04Bba0AEGCp7hFd4cdF6cd+djMVpxyp1j+APn8weYEZF+</latexit><latexit sha1_base64="eFc/CcufjQXkIIgegQKZWdirbK0=">AAAB8nicbVBNS8NAFHypX7V+VT16WSyCp5KIoMeCF49VbC2koWy2m3bpJht2X4QS+jO8eFDEq7/Gm//GTZuDtg4sDDPvsfMmTKUw6LrfTmVtfWNzq7pd29nd2z+oHx51jco04x2mpNK9kBouRcI7KFDyXqo5jUPJH8PJTeE/PnFthEoecJryIKajRESCUbSS348pjhmVeW82qDfcpjsHWSVeSRpQoj2of/WHimUxT5BJaozvuSkGOdUomOSzWj8zPKVsQkfctzShMTdBPo88I2dWGZJIafsSJHP190ZOY2OmcWgni4hm2SvE/zw/w+g6yEWSZsgTtvgoyiRBRYr7yVBozlBOLaFMC5uVsDHVlKFtqWZL8JZPXiXdi6bnNr27y0brvqyjCidwCufgwRW04Bba0AEGCp7hFd4cdF6cd+djMVpxyp1j+APn8weYEZF+</latexit>

Z
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Contrastive loss

Context 
representations

raw waveform

Quantized
representations

Latent speech
representations

Transformer

• Masked prediction with transformer, bi-
directional contextualized representations 
(similar to BERT). 

• But predict what? Learn an inventory of 
speech units with vector quantization via 
Gumbel softmax. 

• Learning task: Joint VQ & context 
representation learning.  

• Contrast true quantized latent with 
distractor latents.



Objective

Codebook diversity penalty to encourage more codes to be used

Cosine similarity
 Context representation Discrete latent  
speech representation 

Negative samples Temperature
X
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Masking
• Sample starting points for masks without replacement, then expand to 10 time-steps (1 

time-step is 25ms but 10ms stride) 

• Spans can overlap 

• For a 15s sample, ~49% of the time-steps masked with an average span length of ~300ms

X
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Fine-tuning

• Add a single linear projection on top into target vocab and train with CTC loss with a 
low learning rate (CNN encoder is not trained). 

• Use modified SpecAugment in latent space to prevent early overfitting 

• Uses wav2letter decoder with the official 4gram LM and Transformer LM
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Effective both for high and low-resource settings!
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Examples (10 min labeled data)

HYP (no LM): she SESED  and LUCHMAN GAIVE A SENT won by her GENTAL argument 
HYP (w/ LM):  she ceased and LUCAN gave assent won by her gentle argument 
REF:  she ceased and lakshman gave assent won by her gentle argument 

HYP (no LM): but NOT WITH STANDING this boris EMBRAED  him in a QUIAT FRENDLY  
way and CISED  him THRE  times 
HYP (w/ LM):  but NOT WITHSTANDING this boris embraced him in a quiet friendly way 
and kissed him three times 
REF:  but notwithstanding this boris embraced him in a quiet friendly way and kissed him 
three times



wav2vec on Hugging Face

• Hugging Face is a popular NLP model zoo 

• Hugging Face community fine-tuned our models to do speech recognition in 
73 languages.
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Pre-training and self-training
• Self-training very successful in speech recognition: generate pseudo-labels

Supervised model
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Pre-training and self-training
• Self-training very successful in speech recognition: generate pseudo-labels

Supervised model

I like tea

Hello !

What time is it?

Semi-Supervised model



Librispeech benchmark, WER on test-other
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XLSR: cross lingual speech 
representation learning with wav2vec
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Why cross-lingual self-supervised learning

• Little labeled data -> little unlabeled data 

• Leverage unlabeled data from high-resource languages 

• To improve performance on low-resource languages 

• One model for each of the 6500 languages, for each domain? No. 

• Instead: one pertained model for all languages



XLSR: cross lingual speech representation learning with wav2vec
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XLSR: Results - cross-lingual transfer
Cross-lingual transfer = Train data from high-resource languages benefits low-resource 
languages.

CommonVoice results:
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XLSR: Results - multilingual fine-tuning
Multilingual finetuning leads to one model for all languages with little loss in performance



XLSR: Results - multilingual fine-tuning
Multilingual finetuning leads to one model for all languages with little loss in performance
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XLSR: Analysis of discrete latent speech representations
PCA visualization of latent discrete representations from the multilingual codebook 

Similar languages tend to share discrete tokens and thus cluster together



Unsupervised Speech Recognition
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Unsupervised speech recognition

• Entirely remove need for labeled data 

• Unsupervised machine translation works*, what about speech? 

• Key problem: what are the units in the speech audio?
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wav2vec Unsupervised: Key ideas

• Learn good representations of speech audio 

• Unsupervised segmentation of the speech audio into phonemic units 

• Learn mapping between speech segments and phonemes using adversarial 
learning
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wav2vec Unsupervised

43

Unlabeled speech audio

Unlabeled text
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wav2vec 2.0

Step 1: Learn speech 
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wav2vec Unsupervised
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wav2vec Unsupervised

43

Unlabeled speech audio

Unlabeled text

Step 2: k-means cluster 
representations

Step 3: Segment into 
phonemic units

Generator

p1 p2 p3 p4

Step 5: Generate 
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Simple segmentation
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Text data pre-processing
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soothinglyhe spoke

Unlabeled text
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Text data pre-processing
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soothinglyhe spoke

Unlabeled text
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Phonemize

dh ih ng l iy
Silence insertion

sil sil



GAN inputs

46

Unlabeled phonemized text

Generator

Discriminator

real or fake

Segment 
representations

Unlabeled speech audio

phoneme 
representations
(1-hot vectors)

Phoneme probability 
distributions 

Combine identical 
phoneme predictions



Generator / Discriminator

• Generator: 1 layer CNN with 90k parameters 
w2v features frozen 

• Discriminator: 3 layer CNN 

• Train time: 12-15h on a single V100
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Training details

• Unsupervised metric for early stopping, hyper-parameter selection 

• Self-training after GAN training (HMM and fine-tuning w2v)
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Comparison to prior unsupervised work

49TIMIT Benchmark



Comparison to best supervised systems
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Librispeech benchmark



Other languages
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Supervised (Pratap et al. '20) wav2vec-U + ST

MLS benchmark, wav2vec-U used only 100h of unlabeled data but there is up to 2k hours for some languages.



Low-resource languages
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Tatar Kyrgyz

Fer et al. '17 Riviere et al. '20
Conneau et al. '21 wav2vec-U

*wav2vec-U uses much less speech audio than prior work:  
1.8h vs. 17h for Kyrgyz, 4.6h vs. 17h for Tatar



Discussion

• Very lightweight approach (except for wav2vec 2.0) 

• Why does it work? Good audio features are main driver of performance 

• Phonemizer still required 

• Segment construction
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Conclusion

• Pre-training for speech works very well in both low-resource and high-resource setup. 

• Cross-lingual training improves low-resource languages. 

• Enable speech models with very little or even no labeled training data 

• Make speech technology more ubiquitous and robust 

• Code and models are available in the fairseq GitHub repo + Hugging Face.
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