
Lecture 19
Reinforcement Learning

Lei Li, Yu-Xiang Wang



An RL agent learns interactively through
the feedbacks of an environment.

- Learning how the world works (dynamics) and how to
maximize the long-term reward (control) at the same time.
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Reinforcement learning problem
setup
• State, Action, Reward and Observation

• Policy:
• When the state is observable:
• Or when the state is not observable

• Learn the best policy that maximizes the expected reward

• Finite horizon (episodic) RL:

• Infinite horizon RL:
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⇡ : S ! A
<latexit sha1_base64="JSR2KBCrB1Pfm6GeQfT6grf0tX8=">AAACEnicbZDLSsNAFIYnXmu9RV26GSyCbkoiguKq6sZlRXuBJpTJdNIOncyEmYlSQp7Bja/ixoUibl25822ctAG19YeBj/+cw5zzBzGjSjvOlzU3v7C4tFxaKa+urW9s2lvbTSUSiUkDCyZkO0CKMMpJQ1PNSDuWBEUBI61geJnXW3dEKir4rR7FxI9Qn9OQYqSN1bUPvZieQehFSA8wYulNBj1J+wONpBT3P/551rUrTtUZC86CW0AFFKp37U+vJ3ASEa4xQ0p1XCfWfoqkppiRrOwlisQID1GfdAxyFBHlp+OTMrhvnB4MhTSPazh2f0+kKFJqFAWmM19RTddy879aJ9HhqZ9SHieacDz5KEwY1ALm+cAelQRrNjKAsKRmV4gHSCKsTYplE4I7ffIsNI+qruHr40rtooijBHbBHjgALjgBNXAF6qABMHgAT+AFvFqP1rP1Zr1PWuesYmYH/JH18Q0lz53J</latexit><latexit sha1_base64="JSR2KBCrB1Pfm6GeQfT6grf0tX8=">AAACEnicbZDLSsNAFIYnXmu9RV26GSyCbkoiguKq6sZlRXuBJpTJdNIOncyEmYlSQp7Bja/ixoUibl25822ctAG19YeBj/+cw5zzBzGjSjvOlzU3v7C4tFxaKa+urW9s2lvbTSUSiUkDCyZkO0CKMMpJQ1PNSDuWBEUBI61geJnXW3dEKir4rR7FxI9Qn9OQYqSN1bUPvZieQehFSA8wYulNBj1J+wONpBT3P/551rUrTtUZC86CW0AFFKp37U+vJ3ASEa4xQ0p1XCfWfoqkppiRrOwlisQID1GfdAxyFBHlp+OTMrhvnB4MhTSPazh2f0+kKFJqFAWmM19RTddy879aJ9HhqZ9SHieacDz5KEwY1ALm+cAelQRrNjKAsKRmV4gHSCKsTYplE4I7ffIsNI+qruHr40rtooijBHbBHjgALjgBNXAF6qABMHgAT+AFvFqP1rP1Zr1PWuesYmYH/JH18Q0lz53J</latexit><latexit sha1_base64="JSR2KBCrB1Pfm6GeQfT6grf0tX8=">AAACEnicbZDLSsNAFIYnXmu9RV26GSyCbkoiguKq6sZlRXuBJpTJdNIOncyEmYlSQp7Bja/ixoUibl25822ctAG19YeBj/+cw5zzBzGjSjvOlzU3v7C4tFxaKa+urW9s2lvbTSUSiUkDCyZkO0CKMMpJQ1PNSDuWBEUBI61geJnXW3dEKir4rR7FxI9Qn9OQYqSN1bUPvZieQehFSA8wYulNBj1J+wONpBT3P/551rUrTtUZC86CW0AFFKp37U+vJ3ASEa4xQ0p1XCfWfoqkppiRrOwlisQID1GfdAxyFBHlp+OTMrhvnB4MhTSPazh2f0+kKFJqFAWmM19RTddy879aJ9HhqZ9SHieacDz5KEwY1ALm+cAelQRrNjKAsKRmV4gHSCKsTYplE4I7ffIsNI+qruHr40rtooijBHbBHjgALjgBNXAF6qABMHgAT+AFvFqP1rP1Zr1PWuesYmYH/JH18Q0lz53J</latexit><latexit sha1_base64="JSR2KBCrB1Pfm6GeQfT6grf0tX8=">AAACEnicbZDLSsNAFIYnXmu9RV26GSyCbkoiguKq6sZlRXuBJpTJdNIOncyEmYlSQp7Bja/ixoUibl25822ctAG19YeBj/+cw5zzBzGjSjvOlzU3v7C4tFxaKa+urW9s2lvbTSUSiUkDCyZkO0CKMMpJQ1PNSDuWBEUBI61geJnXW3dEKir4rR7FxI9Qn9OQYqSN1bUPvZieQehFSA8wYulNBj1J+wONpBT3P/551rUrTtUZC86CW0AFFKp37U+vJ3ASEa4xQ0p1XCfWfoqkppiRrOwlisQID1GfdAxyFBHlp+OTMrhvnB4MhTSPazh2f0+kKFJqFAWmM19RTddy879aJ9HhqZ9SHieacDz5KEwY1ALm+cAelQRrNjKAsKRmV4gHSCKsTYplE4I7ffIsNI+qruHr40rtooijBHbBHjgALjgBNXAF6qABMHgAT+AFvFqP1rP1Zr1PWuesYmYH/JH18Q0lz53J</latexit>

⇡t : (O ⇥A⇥ R)t�1
! A

<latexit sha1_base64="oKDl42DTAiBMX0Nan8pkezMJmYI="></latexit><latexit sha1_base64="oKDl42DTAiBMX0Nan8pkezMJmYI="></latexit><latexit sha1_base64="oKDl42DTAiBMX0Nan8pkezMJmYI="></latexit><latexit sha1_base64="oKDl42DTAiBMX0Nan8pkezMJmYI="></latexit>

St 2 S
<latexit sha1_base64="H4OVRyT8Zmoun872yVAuceDZNfk=">AAAB+3icbVBNS8NAFHypX7V+1Xr0slgETyURQY9FLx4rtbXQhLDZbtqlm03Y3Ygl5K948aCIV/+IN/+NmzYHbR1YGGbe481OkHCmtG1/W5W19Y3Nrep2bWd3b/+gftjoqziVhPZIzGM5CLCinAna00xzOkgkxVHA6UMwvSn8h0cqFYvFvZ4l1IvwWLCQEayN5NcbXV+7TCA3wnpCMM+6uV9v2i17DrRKnJI0oUTHr3+5o5ikERWacKzU0LET7WVYakY4zWtuqmiCyRSP6dBQgSOqvGyePUenRhmhMJbmCY3m6u+NDEdKzaLATBYR1bJXiP95w1SHV17GRJJqKsjiUJhypGNUFIFGTFKi+cwQTCQzWRGZYImJNnXVTAnO8pdXSf+85Rh+d9FsX5d1VOEYTuAMHLiENtxCB3pA4Ame4RXerNx6sd6tj8VoxSp3juAPrM8f6YGUWQ==</latexit><latexit sha1_base64="H4OVRyT8Zmoun872yVAuceDZNfk=">AAAB+3icbVBNS8NAFHypX7V+1Xr0slgETyURQY9FLx4rtbXQhLDZbtqlm03Y3Ygl5K948aCIV/+IN/+NmzYHbR1YGGbe481OkHCmtG1/W5W19Y3Nrep2bWd3b/+gftjoqziVhPZIzGM5CLCinAna00xzOkgkxVHA6UMwvSn8h0cqFYvFvZ4l1IvwWLCQEayN5NcbXV+7TCA3wnpCMM+6uV9v2i17DrRKnJI0oUTHr3+5o5ikERWacKzU0LET7WVYakY4zWtuqmiCyRSP6dBQgSOqvGyePUenRhmhMJbmCY3m6u+NDEdKzaLATBYR1bJXiP95w1SHV17GRJJqKsjiUJhypGNUFIFGTFKi+cwQTCQzWRGZYImJNnXVTAnO8pdXSf+85Rh+d9FsX5d1VOEYTuAMHLiENtxCB3pA4Ame4RXerNx6sd6tj8VoxSp3juAPrM8f6YGUWQ==</latexit><latexit sha1_base64="H4OVRyT8Zmoun872yVAuceDZNfk=">AAAB+3icbVBNS8NAFHypX7V+1Xr0slgETyURQY9FLx4rtbXQhLDZbtqlm03Y3Ygl5K948aCIV/+IN/+NmzYHbR1YGGbe481OkHCmtG1/W5W19Y3Nrep2bWd3b/+gftjoqziVhPZIzGM5CLCinAna00xzOkgkxVHA6UMwvSn8h0cqFYvFvZ4l1IvwWLCQEayN5NcbXV+7TCA3wnpCMM+6uV9v2i17DrRKnJI0oUTHr3+5o5ikERWacKzU0LET7WVYakY4zWtuqmiCyRSP6dBQgSOqvGyePUenRhmhMJbmCY3m6u+NDEdKzaLATBYR1bJXiP95w1SHV17GRJJqKsjiUJhypGNUFIFGTFKi+cwQTCQzWRGZYImJNnXVTAnO8pdXSf+85Rh+d9FsX5d1VOEYTuAMHLiENtxCB3pA4Ame4RXerNx6sd6tj8VoxSp3juAPrM8f6YGUWQ==</latexit><latexit sha1_base64="H4OVRyT8Zmoun872yVAuceDZNfk=">AAAB+3icbVBNS8NAFHypX7V+1Xr0slgETyURQY9FLx4rtbXQhLDZbtqlm03Y3Ygl5K948aCIV/+IN/+NmzYHbR1YGGbe481OkHCmtG1/W5W19Y3Nrep2bWd3b/+gftjoqziVhPZIzGM5CLCinAna00xzOkgkxVHA6UMwvSn8h0cqFYvFvZ4l1IvwWLCQEayN5NcbXV+7TCA3wnpCMM+6uV9v2i17DrRKnJI0oUTHr3+5o5ikERWacKzU0LET7WVYakY4zWtuqmiCyRSP6dBQgSOqvGyePUenRhmhMJbmCY3m6u+NDEdKzaLATBYR1bJXiP95w1SHV17GRJJqKsjiUJhypGNUFIFGTFKi+cwQTCQzWRGZYImJNnXVTAnO8pdXSf+85Rh+d9FsX5d1VOEYTuAMHLiENtxCB3pA4Ame4RXerNx6sd6tj8VoxSp3juAPrM8f6YGUWQ==</latexit>

At 2 A
<latexit sha1_base64="xX32X1fWfQeu2hPnv8gbSWA79Eo=">AAAB+3icbVBNS8NAFHypX7V+1Xr0slgETyURQY+tXjxWsLXQhLDZbtqlm03Y3Ygl5K948aCIV/+IN/+NmzYHbR1YGGbe481OkHCmtG1/W5W19Y3Nrep2bWd3b/+gftjoqziVhPZIzGM5CLCinAna00xzOkgkxVHA6UMwvSn8h0cqFYvFvZ4l1IvwWLCQEayN5NcbHV+7TCA3wnpCMM86uV9v2i17DrRKnJI0oUTXr3+5o5ikERWacKzU0LET7WVYakY4zWtuqmiCyRSP6dBQgSOqvGyePUenRhmhMJbmCY3m6u+NDEdKzaLATBYR1bJXiP95w1SHV17GRJJqKsjiUJhypGNUFIFGTFKi+cwQTCQzWRGZYImJNnXVTAnO8pdXSf+85Rh+d9FsX5d1VOEYTuAMHLiENtxCF3pA4Ame4RXerNx6sd6tj8VoxSp3juAPrM8fsa2UNQ==</latexit><latexit sha1_base64="xX32X1fWfQeu2hPnv8gbSWA79Eo=">AAAB+3icbVBNS8NAFHypX7V+1Xr0slgETyURQY+tXjxWsLXQhLDZbtqlm03Y3Ygl5K948aCIV/+IN/+NmzYHbR1YGGbe481OkHCmtG1/W5W19Y3Nrep2bWd3b/+gftjoqziVhPZIzGM5CLCinAna00xzOkgkxVHA6UMwvSn8h0cqFYvFvZ4l1IvwWLCQEayN5NcbHV+7TCA3wnpCMM86uV9v2i17DrRKnJI0oUTXr3+5o5ikERWacKzU0LET7WVYakY4zWtuqmiCyRSP6dBQgSOqvGyePUenRhmhMJbmCY3m6u+NDEdKzaLATBYR1bJXiP95w1SHV17GRJJqKsjiUJhypGNUFIFGTFKi+cwQTCQzWRGZYImJNnXVTAnO8pdXSf+85Rh+d9FsX5d1VOEYTuAMHLiENtxCF3pA4Ame4RXerNx6sd6tj8VoxSp3juAPrM8fsa2UNQ==</latexit><latexit sha1_base64="xX32X1fWfQeu2hPnv8gbSWA79Eo=">AAAB+3icbVBNS8NAFHypX7V+1Xr0slgETyURQY+tXjxWsLXQhLDZbtqlm03Y3Ygl5K948aCIV/+IN/+NmzYHbR1YGGbe481OkHCmtG1/W5W19Y3Nrep2bWd3b/+gftjoqziVhPZIzGM5CLCinAna00xzOkgkxVHA6UMwvSn8h0cqFYvFvZ4l1IvwWLCQEayN5NcbHV+7TCA3wnpCMM86uV9v2i17DrRKnJI0oUTXr3+5o5ikERWacKzU0LET7WVYakY4zWtuqmiCyRSP6dBQgSOqvGyePUenRhmhMJbmCY3m6u+NDEdKzaLATBYR1bJXiP95w1SHV17GRJJqKsjiUJhypGNUFIFGTFKi+cwQTCQzWRGZYImJNnXVTAnO8pdXSf+85Rh+d9FsX5d1VOEYTuAMHLiENtxCF3pA4Ame4RXerNx6sd6tj8VoxSp3juAPrM8fsa2UNQ==</latexit><latexit sha1_base64="xX32X1fWfQeu2hPnv8gbSWA79Eo=">AAAB+3icbVBNS8NAFHypX7V+1Xr0slgETyURQY+tXjxWsLXQhLDZbtqlm03Y3Ygl5K948aCIV/+IN/+NmzYHbR1YGGbe481OkHCmtG1/W5W19Y3Nrep2bWd3b/+gftjoqziVhPZIzGM5CLCinAna00xzOkgkxVHA6UMwvSn8h0cqFYvFvZ4l1IvwWLCQEayN5NcbHV+7TCA3wnpCMM86uV9v2i17DrRKnJI0oUTXr3+5o5ikERWacKzU0LET7WVYakY4zWtuqmiCyRSP6dBQgSOqvGyePUenRhmhMJbmCY3m6u+NDEdKzaLATBYR1bJXiP95w1SHV17GRJJqKsjiUJhypGNUFIFGTFKi+cwQTCQzWRGZYImJNnXVTAnO8pdXSf+85Rh+d9FsX5d1VOEYTuAMHLiENtxCF3pA4Ame4RXerNx6sd6tj8VoxSp3juAPrM8fsa2UNQ==</latexit>

Rt 2 R
<latexit sha1_base64="mcKcKCPJb1sMOgc9hprL//Z0AUs=">AAAB+nicbVDLSsNAFL2pr1pfqS7dDBbBVUlE0GXRjcta7APaECbTSTt0MgkzE6XEfoobF4q49Uvc+TdO2iy09cDA4Zx7uWdOkHCmtON8W6W19Y3NrfJ2ZWd3b//Arh52VJxKQtsk5rHsBVhRzgRta6Y57SWS4ijgtBtMbnK/+0ClYrG419OEehEeCRYygrWRfLva8vWACTSIsB4HQdaa+XbNqTtzoFXiFqQGBZq+/TUYxiSNqNCEY6X6rpNoL8NSM8LprDJIFU0wmeAR7RsqcESVl82jz9CpUYYojKV5QqO5+nsjw5FS0ygwk3lCtezl4n9eP9XhlZcxkaSaCrI4FKYc6RjlPaAhk5RoPjUEE8lMVkTGWGKiTVsVU4K7/OVV0jmvu4bfXdQa10UdZTiGEzgDFy6hAbfQhDYQeIRneIU368l6sd6tj8VoySp2juAPrM8fFw2T4Q==</latexit><latexit sha1_base64="mcKcKCPJb1sMOgc9hprL//Z0AUs=">AAAB+nicbVDLSsNAFL2pr1pfqS7dDBbBVUlE0GXRjcta7APaECbTSTt0MgkzE6XEfoobF4q49Uvc+TdO2iy09cDA4Zx7uWdOkHCmtON8W6W19Y3NrfJ2ZWd3b//Arh52VJxKQtsk5rHsBVhRzgRta6Y57SWS4ijgtBtMbnK/+0ClYrG419OEehEeCRYygrWRfLva8vWACTSIsB4HQdaa+XbNqTtzoFXiFqQGBZq+/TUYxiSNqNCEY6X6rpNoL8NSM8LprDJIFU0wmeAR7RsqcESVl82jz9CpUYYojKV5QqO5+nsjw5FS0ygwk3lCtezl4n9eP9XhlZcxkaSaCrI4FKYc6RjlPaAhk5RoPjUEE8lMVkTGWGKiTVsVU4K7/OVV0jmvu4bfXdQa10UdZTiGEzgDFy6hAbfQhDYQeIRneIU368l6sd6tj8VoySp2juAPrM8fFw2T4Q==</latexit><latexit sha1_base64="mcKcKCPJb1sMOgc9hprL//Z0AUs=">AAAB+nicbVDLSsNAFL2pr1pfqS7dDBbBVUlE0GXRjcta7APaECbTSTt0MgkzE6XEfoobF4q49Uvc+TdO2iy09cDA4Zx7uWdOkHCmtON8W6W19Y3NrfJ2ZWd3b//Arh52VJxKQtsk5rHsBVhRzgRta6Y57SWS4ijgtBtMbnK/+0ClYrG419OEehEeCRYygrWRfLva8vWACTSIsB4HQdaa+XbNqTtzoFXiFqQGBZq+/TUYxiSNqNCEY6X6rpNoL8NSM8LprDJIFU0wmeAR7RsqcESVl82jz9CpUYYojKV5QqO5+nsjw5FS0ygwk3lCtezl4n9eP9XhlZcxkaSaCrI4FKYc6RjlPaAhk5RoPjUEE8lMVkTGWGKiTVsVU4K7/OVV0jmvu4bfXdQa10UdZTiGEzgDFy6hAbfQhDYQeIRneIU368l6sd6tj8VoySp2juAPrM8fFw2T4Q==</latexit><latexit sha1_base64="mcKcKCPJb1sMOgc9hprL//Z0AUs=">AAAB+nicbVDLSsNAFL2pr1pfqS7dDBbBVUlE0GXRjcta7APaECbTSTt0MgkzE6XEfoobF4q49Uvc+TdO2iy09cDA4Zx7uWdOkHCmtON8W6W19Y3NrfJ2ZWd3b//Arh52VJxKQtsk5rHsBVhRzgRta6Y57SWS4ijgtBtMbnK/+0ClYrG419OEehEeCRYygrWRfLva8vWACTSIsB4HQdaa+XbNqTtzoFXiFqQGBZq+/TUYxiSNqNCEY6X6rpNoL8NSM8LprDJIFU0wmeAR7RsqcESVl82jz9CpUYYojKV5QqO5+nsjw5FS0ygwk3lCtezl4n9eP9XhlZcxkaSaCrI4FKYc6RjlPaAhk5RoPjUEE8lMVkTGWGKiTVsVU4K7/OVV0jmvu4bfXdQa10UdZTiGEzgDFy6hAbfQhDYQeIRneIU368l6sd6tj8VoySp2juAPrM8fFw2T4Q==</latexit>

Ot 2 O
<latexit sha1_base64="OrcLGQFJVQKHdlJdMLP5tdjPy54=">AAAB+3icbVBNS8NAFNzUr1q/aj16WSyCp5KIoMeiF2+tYGuhCWGz3bRLN5uw+yKWkL/ixYMiXv0j3vw3btoctHVgYZh5jzc7QSK4Btv+tipr6xubW9Xt2s7u3v5B/bDR13GqKOvRWMRqEBDNBJesBxwEGySKkSgQ7CGY3hT+wyNTmsfyHmYJ8yIyljzklICR/Hqj44PLJXYjAhNKRNbJ/XrTbtlz4FXilKSJSnT9+pc7imkaMQlUEK2Hjp2AlxEFnAqW19xUs4TQKRmzoaGSREx72Tx7jk+NMsJhrMyTgOfq742MRFrPosBMFhH1sleI/3nDFMIrL+MySYFJujgUpgJDjIsi8IgrRkHMDCFUcZMV0wlRhIKpq2ZKcJa/vEr65y3H8LuLZvu6rKOKjtEJOkMOukRtdIu6qIcoekLP6BW9Wbn1Yr1bH4vRilXuHKE/sD5/AN0ZlFE=</latexit><latexit sha1_base64="OrcLGQFJVQKHdlJdMLP5tdjPy54=">AAAB+3icbVBNS8NAFNzUr1q/aj16WSyCp5KIoMeiF2+tYGuhCWGz3bRLN5uw+yKWkL/ixYMiXv0j3vw3btoctHVgYZh5jzc7QSK4Btv+tipr6xubW9Xt2s7u3v5B/bDR13GqKOvRWMRqEBDNBJesBxwEGySKkSgQ7CGY3hT+wyNTmsfyHmYJ8yIyljzklICR/Hqj44PLJXYjAhNKRNbJ/XrTbtlz4FXilKSJSnT9+pc7imkaMQlUEK2Hjp2AlxEFnAqW19xUs4TQKRmzoaGSREx72Tx7jk+NMsJhrMyTgOfq742MRFrPosBMFhH1sleI/3nDFMIrL+MySYFJujgUpgJDjIsi8IgrRkHMDCFUcZMV0wlRhIKpq2ZKcJa/vEr65y3H8LuLZvu6rKOKjtEJOkMOukRtdIu6qIcoekLP6BW9Wbn1Yr1bH4vRilXuHKE/sD5/AN0ZlFE=</latexit><latexit sha1_base64="OrcLGQFJVQKHdlJdMLP5tdjPy54=">AAAB+3icbVBNS8NAFNzUr1q/aj16WSyCp5KIoMeiF2+tYGuhCWGz3bRLN5uw+yKWkL/ixYMiXv0j3vw3btoctHVgYZh5jzc7QSK4Btv+tipr6xubW9Xt2s7u3v5B/bDR13GqKOvRWMRqEBDNBJesBxwEGySKkSgQ7CGY3hT+wyNTmsfyHmYJ8yIyljzklICR/Hqj44PLJXYjAhNKRNbJ/XrTbtlz4FXilKSJSnT9+pc7imkaMQlUEK2Hjp2AlxEFnAqW19xUs4TQKRmzoaGSREx72Tx7jk+NMsJhrMyTgOfq742MRFrPosBMFhH1sleI/3nDFMIrL+MySYFJujgUpgJDjIsi8IgrRkHMDCFUcZMV0wlRhIKpq2ZKcJa/vEr65y3H8LuLZvu6rKOKjtEJOkMOukRtdIu6qIcoekLP6BW9Wbn1Yr1bH4vRilXuHKE/sD5/AN0ZlFE=</latexit><latexit sha1_base64="OrcLGQFJVQKHdlJdMLP5tdjPy54=">AAAB+3icbVBNS8NAFNzUr1q/aj16WSyCp5KIoMeiF2+tYGuhCWGz3bRLN5uw+yKWkL/ixYMiXv0j3vw3btoctHVgYZh5jzc7QSK4Btv+tipr6xubW9Xt2s7u3v5B/bDR13GqKOvRWMRqEBDNBJesBxwEGySKkSgQ7CGY3hT+wyNTmsfyHmYJ8yIyljzklICR/Hqj44PLJXYjAhNKRNbJ/XrTbtlz4FXilKSJSnT9+pc7imkaMQlUEK2Hjp2AlxEFnAqW19xUs4TQKRmzoaGSREx72Tx7jk+NMsJhrMyTgOfq742MRFrPosBMFhH1sleI/3nDFMIrL+MySYFJujgUpgJDjIsi8IgrRkHMDCFUcZMV0wlRhIKpq2ZKcJa/vEr65y3H8LuLZvu6rKOKjtEJOkMOukRtdIu6qIcoekLP6BW9Wbn1Yr1bH4vRilXuHKE/sD5/AN0ZlFE=</latexit>

⇡⇤ = argmax
⇡2⇧

E[
1X

t=1

�t�1Rt]
<latexit sha1_base64="YlLbWUf0D4dk67J+wTbjs5rWhLg="></latexit><latexit sha1_base64="YlLbWUf0D4dk67J+wTbjs5rWhLg="></latexit><latexit sha1_base64="YlLbWUf0D4dk67J+wTbjs5rWhLg="></latexit><latexit sha1_base64="YlLbWUf0D4dk67J+wTbjs5rWhLg="></latexit>

⇡⇤ = argmax
⇡2⇧

E[
TX

t=1

Rt]
<latexit sha1_base64="TjJh8rvPqqmVSrTZo42NEAGcvKs="></latexit><latexit sha1_base64="TjJh8rvPqqmVSrTZo42NEAGcvKs="></latexit><latexit sha1_base64="TjJh8rvPqqmVSrTZo42NEAGcvKs="></latexit><latexit sha1_base64="TjJh8rvPqqmVSrTZo42NEAGcvKs="></latexit>

T: horizon

γ: discount factor



RL for robot control

4

• States: The physical world, e.g., location/speed/acceleration and so on.
• Observations: camera images, joint angles
• Actions: joint torques
• Rewards: stay balanced, navigate to target locations, serve and protect 

humans, etc.



RL for Inventory Management

5

• State: Inventory level, customer demand, competitor’s inventory

• Observations: current inventory levels and sales history

• Actions: amount of each item to purchase 

• Rewards: profit



RL for Adaptive medical treatment

6

(example / illustration due to Nan Jiang)



Example: Supervised learning vs
RL in movie recommendation
• Bob is described by a feature vector
• s =[Previous movies watched / Rating / Written reviews]

• Supervised learning predicts how likely Bob will
click on “aliens vs predators”

• Reinforcement learning aims at controlling Bob
• So in the future, Bob will develop a taste for “aliens vs

predators” (e.g., from having watched “aliens” and
“predators” both).
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A broader view: Let’s consider a
few other machine learning tasks
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few other machine learning tasks

• Hospitals need to decide who to 
test based on symptoms and other 
patient attributes

• Train a classifier on historic records 
to predict the test outcome. 

• The accuracy is high on a holdout 
set!
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A broader view: Let’s consider a
few other machine learning tasks

• Hospitals need to decide who to 
test based on symptoms and other 
patient attributes

• Train a classifier on historic records 
to predict the test outcome. 

• The accuracy is high on a holdout 
set!

• Large tech wants to improve user 
experience on their popular email 
service

• Train a large language model with 
user data to complete sentences

• It seems to work great!

What could go wrong? 8



Every machine learning problem is 
secretly a control (or RL) problem

• If I test patients using the 
new rule,  the distribution 
of patients receiving the 
test will be different!

• Should I still trust my 
classifier?

• If I deploy the new “Guess 
what you will write” 
prompt, what users will 
enter may change! 

• Is the model fulfilling its 
own prophecy?
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Every machine learning problem is 
secretly a control (or RL) problem

• If I test patients using the 
new rule,  the distribution 
of patients receiving the 
test will be different!

• Should I still trust my 
classifier?

• If I deploy the new “Guess 
what you will write” 
prompt, what users will 
enter may change! 

• Is the model fulfilling its 
own prophecy?

The ultimate goal is NOT prediction, but to:
minimize disease transmission / maximize user experience!

9



Reinforcement learning is very 
challenging
• The agent needs to:
• Learn the state-transitions ----- How the world works
• Learning the costs / rewards ----- Cost of actions
• Learning how to search ----- Come up with a good

strategy
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Reinforcement learning is very 
challenging
• The agent needs to:
• Learn the state-transitions ----- How the world works
• Learning the costs / rewards ----- Cost of actions
• Learning how to search ----- Come up with a good

strategy

• All at the same time

10



Let us tackle different aspects of 
the RL problem one at a time
• Markov Decision Processes: (this lecture)

• Dynamics are given no need to learn. planning only.

• RL algorithms (this lecture and the next)
• Model-based RL vs Model-free RL
• Temporal difference learning
• Function approximation

• Exploration (final lecture if time permits)
• Bandits:  Explore-Exploit in simple settings
• RL: Explore-Exploit in Learning MDPs

11



Online RL vs Offline RL

Exploration is often expensive,
unsafe, unethical or illegal in
practice, e.g., in self-driving
cars, or in medical applications.

Can we learn a policy from
already logged interaction
data?
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Online RL vs Offline RL

Exploration is often expensive,
unsafe, unethical or illegal in
practice, e.g., in self-driving
cars, or in medical applications.

Can we learn a policy from
already logged interaction
data?

*Offline RL won’t be covered, but it’s an important problem
12



Let’s start by formulating Markov
Decision processes (MDP).
• Infinite horizon / discounted setting

13

Initial state distribution

Transition kernel:

Discounting factor: 

(Expected)
reward function:



actions: UP, DOWN, LEFT, RIGHT

UP

80% move up
10% move left
10% move right

Example: Frozen lake.

+1

-1

START

• reward +1 at [4,3], -1 at [4,2]
• reward -0.04 for each step
• Finite horizon or infinite horizon?
• What is a good policy?

14

e.g.,

*If you bump into a wall,
you stay where you are.

State-transitions with action UP:



Parameters of an MDP are
factorizations of the joint distribution

• Initial state distribution
• Transition dynamics
• Reward distribution

15
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State-space diagram representation of
an MDP: An example with 3 states
and 2 actions.
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𝑠$ 𝑠%

𝑠&

𝑎!

𝑎"

0.7

0.3

0.7
𝑎! 0.3

𝑎"

𝑎!, 𝑎"

𝑟 𝑠", 𝑎", 𝑠% = −1

𝑟 𝑠", 𝑎!, 𝑠" = 50

𝑟 𝑠", 𝑎!, 𝑠! = −2

* The reward can be associated with only the state s’ you transition into.
* Or the state that you transition from s and the action a you take.
* Or all three at the same time.



Reward function and Value functions
• Immediate reward function r(s,a)
• expected immediate reward 

• state value function: Vp(s)
• expected long-term return when starting in s and following p

• state-action value function: Qp(s,a)
• expected long-term return when starting in s, performing a,

and following p

r⇡(s) = Ea⇠⇡(a|s)[R1|S1 = s]
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r(s, a) = E[R1|S1 = s,A1 = a]
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Optimal value function and the
MDP planning problem
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Lemma 1.6. We have that:

[(1� �)(I � �P⇡)�1](s,a),(s0,a0) = (1� �)
1X

h=0

�tP⇡

h
(sh = s0, ah = a0|s0 = s, a0 = a)

so we can view the (s, a)-th row of this matrix as an induced distribution over states and actions when following ⇡
after starting with s0 = s and a0 = a.

We leave the proof as an exercise to the reader.

1.1.3 Bellman optimality equations

A remarkable and convenient property of MDPs is that there exists a stationary and deterministic policy that simulta-
neously maximizes V ⇡(s) for all s 2 S . This is formalized in the following theorem:

Theorem 1.7. Let ⇧ be the set of all non-stationary and randomized policies. Define:

V ?(s) := sup
⇡2⇧

V ⇡(s)

Q?(s, a) := sup
⇡2⇧

Q⇡(s, a).

which is finite since V ⇡(s) and Q⇡(s, a) are bounded between 0 and 1/(1� �).

There exists a stationary and deterministic policy ⇡ such that for all s 2 S and a 2 A,

V ⇡(s) = V ?(s)

Q⇡(s, a) = Q?(s, a).

We refer to such a ⇡ as an optimal policy.

Proof: First, let us show that conditioned on (s0, a0, r0, s1) = (s, a, r, s0), the maximum future discounted value,
from time 1 onwards, is not a function of s, a, r. Specifically,

sup
⇡2⇧

E
h 1X

t=1

�tr(st, at)
�� ⇡, (s0, a0, r0, s1) = (s, a, r, s0)

i
= �V ?(s0)

For any policy ⇡, define an “offset” policy ⇡(s,a,r), which is the policy that chooses actions on a trajectory ⌧ according
to the same distribution that ⇡ chooses actions on the trajectory (s, a, r, ⌧). For example, ⇡(s,a,r)(a0 = a0|s0 = s0) is
equal to the probability ⇡(a1 = a0|(s0, a0, r0, s1) = (s, a, r, s0)). By the Markov property, we have that:

E
h 1X

t=1

�tr(st, at)
�� ⇡, (s0, a0, r0, s1) = (s, a, r, s0)

i
= �E

h 1X

t=0

�tr(st, at)
�� ⇡(s,a,r), s0 = s0

i
= �V ⇡(s,a,r)(s0).

Hence, due to that V ⇡(s0) is not a function of (s, a, r), we have

sup
⇡2⇧

E
h 1X

t=1

�tr(st, at)
�� ⇡, (s0, a0, r0, s1) = (s, a, r, s0)

i
= � · sup

⇡2⇧
V ⇡(s,a,r)(s0) = � · sup

⇡2⇧
V ⇡(s0) = �V ?(s0),

thus proving the claim.

8

Goal of MDP planning: 

Approximate solution:



General policy, Stationary policy,
Deterministic policy
• General policy could depend on the entire history

• Stationary policy

• Stationary, Deterministic policy
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Two surprising facts about MDPs

1. It suffices to consider stationary / deterministic
policies.

2. There exists a stationary / deterministic policy
that is optimal simultaneously for all initial state
distributions.
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Bellman equations – the fundamental 
equations of MDP and RL
• An alternative, recursive and more useful way of 

defining the V-function and Q function

• Exercise:
• Prove Bellman equation from the definition.

• Write down the Bellman equation using Q function alone. 

V ⇡(s) =
X

a

⇡(a|s)
X

s0

P (s0|s, a)[r(s, a, s0) + �V ⇡(s0)] =
X

a

⇡(a|s)Q⇡(s, a)
<latexit sha1_base64="hvEuyL2OJMOnjnmOQF8BsJqf44E="></latexit><latexit sha1_base64="hvEuyL2OJMOnjnmOQF8BsJqf44E="></latexit><latexit sha1_base64="hvEuyL2OJMOnjnmOQF8BsJqf44E="></latexit><latexit sha1_base64="hvEuyL2OJMOnjnmOQF8BsJqf44E="></latexit>

Q⇡(s, a) = ?
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Bellman optimality equations
characterizes the optimal policy

• system of n non-linear equations
• solve for V*(s)
• easy to extract the optimal policy

• having Q*(s,a) makes it even simpler

V ⇤(s) = max
a

X

s0

P (s0|s, a)[r(s, a, s0) + �V ⇤(s0)]
<latexit sha1_base64="BurMntF5zkBG9ECm8Q/4xRsE96g="></latexit><latexit sha1_base64="BurMntF5zkBG9ECm8Q/4xRsE96g="></latexit><latexit sha1_base64="BurMntF5zkBG9ECm8Q/4xRsE96g="></latexit><latexit sha1_base64="BurMntF5zkBG9ECm8Q/4xRsE96g="></latexit>
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Bellman equations in matrix forms

• Lemma (Bellman consistency): For stationary 
policies, we have 

• In matrix forms:
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on the quality or the price of the travel package found. In more generic conversational settings, the ultimate reward is
whether the conversation was satisfactory to the other agents or humans, or not.

Example 1.3 (Strategic games). This is a popular category of RL applications, where RL has been successful in
achieving human level performance in Backgammon, Go, Chess, and various forms of Poker. The usual setting consists
of the state being the current game board, actions being the potential next moves and reward being the eventual win/loss
outcome or a more detailed score when it is defined in the game. Technically, these are multi-agent RL settings, and,
yet, the algorithms used are often non-multi-agent RL algorithms.

1.1.2 Bellman consistency equations for stationary policies

Stationary policies satisfy the following consistency conditions:

Lemma 1.4. Suppose that ⇡ is a stationary policy. Then V ⇡ and Q⇡ satisfy the following Bellman consistency
equations: for all s 2 S, a 2 A,

V ⇡(s) = Q⇡(s,⇡(s)).

Q⇡(s, a) = r(s, a) + �Es0⇠P (·|s,a)

⇥
V ⇡(s0)

⇤
.

We leave the proof as an exercise to the reader.

It is helpful to view V ⇡ as vector of length |S| and Q⇡ and r as vectors of length |S| · |A|. We overload notation and
let P also refer to a matrix of size (|S| · |A|)⇥ |S| where the entry P(s,a),s0 is equal to P (s0|s, a).

We also will define P⇡ to be the transition matrix on state-action pairs induced by a stationary policy ⇡, specifically:

P⇡

(s,a),(s0,a0) := P (s0|s, a)⇡(a0|s0).

In particular, for deterministic policies we have:

P⇡

(s,a),(s0,a0) :=

⇢
P (s0|s, a) if a0 = ⇡(s0)

0 if a0 6= ⇡(s0)

With this notation, it is straightforward to verify:

Q⇡ = r + �PV ⇡

Q⇡ = r + �P⇡Q⇡ .

Corollary 1.5. We have that:
Q⇡ = (I � �P⇡)�1r (0.2)

where I is the identity matrix.

Proof: To see that the I � �P⇡ is invertible, observe that for any non-zero vector x 2 R|S||A|,

k(I � �P⇡)xk
1

= kx� �P⇡xk1
� kxk1 � �kP⇡xk1 (triangule inequality for norms)
� kxk1 � �kxk1 (each element of P⇡x is an average of x)
= (1� �)kxk1 > 0 (� < 1, x 6= 0)

which implies I � �P⇡ is full rank.

The following is also a helpful lemma:
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Value iterations for MDP planning

• Recall: Bellman optimality equations

24

V ⇤(s) = max
a

X

s0

P (s0|s, a)[r(s, a, s0) + �V ⇤(s0)]
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We now show the deterministic and stationary policy ⇡(s) = argmax
a2A

sup
⇡02⇧ Q⇡

0
(s, a) satisfies V ⇡(s) =

sup
⇡02⇧ V ⇡

0
(s). For this, we have that:

V ?(s0) = sup
⇡2⇧

E
h
r(s0, a0) +

1X

t=1

�tr(st, at)
i

= sup
⇡2⇧

E
h
r(s0, a0) + E

h 1X

t=1

�tr(st, at)
�� ⇡, (s0, a0, r0, s1)

ii

 sup
⇡2⇧

E
h
r(s0, a0) + sup

⇡02⇧
E
h 1X

t=1

�tr(st, at)
�� ⇡0, (s0, a0, r0, s1)

ii

= sup
⇡2⇧

E
h
r(s0, a0) + �V ?(s1)

i

= E
h
r(s0, a0) + �V ?(s1)

�� ⇡
i
.

where the second equality is by the tower property of conditional expectations, and the last equality follows from the
definition of ⇡. Now, by recursion,

V ?(s0)  E
h
r(s0, a0) + �V ?(s1)

�� ⇡
i
 E

h
r(s0, a0) + �r(s1, a1) + �2V ?(s2)

�� ⇡
i
 . . .  V ⇡(s0).

Since V ⇡(s)  sup
⇡02⇧ V ⇡

0
(s) = V ?(s), we have that V ⇡ = V ?, which completes the proof of the first claim.

For the same policy ⇡, an analogous argument can be used prove the second claim.

This shows that we may restrict ourselves to using stationary and deterministic policies without any loss in perfor-
mance. The following theorem, also due to [Bellman, 1956], gives a precise characterization of the optimal value
function.

Let us say that a vector Q 2 R|S||A| satisfies the Bellman optimality equations if:

Q(s, a) = r(s, a) + �Es0⇠P (·|s,a)


max
a02A

Q(s0, a0)

�
.

Theorem 1.8 (Bellman Optimality Equations). For any Q 2 R|S||A|, we have that Q = Q? if and only if Q satisfies
the Bellman optimality equations. Furthermore, the deterministic policy ⇡(s) 2 Q?(s, a) is an optimal policy (where
ties are broken in some arbitrary and deterministic manner).

Before we prove this claim, we will provide a few definitions. Let ⇡Q denote the greedy policy with respect to a vector
Q 2 R|S||A|, i.e

⇡Q(s) := argmax
a2A

Q(s, a) .

where ties are broken in some arbitrary (and deterministic) manner. With this notation, by the above theorem, the
optimal policy ⇡? is given by:

⇡? = ⇡Q? .

Let us also use the following notation to turn a vector Q 2 R|S||A| into a vector of length |S|.

VQ(s) := max
a2A

Q(s, a).

The Bellman optimality operator TM : R|S||A| ! R|S||A| is defined as:

T Q := r + �PVQ . (0.3)
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Theorem: Q = Q* if and only if Q satisfies the Bellman optimality 
equations.
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�� ⇡
i
.

where the second equality is by the tower property of conditional expectations, and the last equality follows from the
definition of ⇡. Now, by recursion,

V ?(s0)  E
h
r(s0, a0) + �V ?(s1)

�� ⇡
i
 E

h
r(s0, a0) + �r(s1, a1) + �2V ?(s2)

�� ⇡
i
 . . .  V ⇡(s0).

Since V ⇡(s)  sup
⇡02⇧ V ⇡

0
(s) = V ?(s), we have that V ⇡ = V ?, which completes the proof of the first claim.

For the same policy ⇡, an analogous argument can be used prove the second claim.

This shows that we may restrict ourselves to using stationary and deterministic policies without any loss in perfor-
mance. The following theorem, also due to [Bellman, 1956], gives a precise characterization of the optimal value
function.

Let us say that a vector Q 2 R|S||A| satisfies the Bellman optimality equations if:

Q(s, a) = r(s, a) + �Es0⇠P (·|s,a)


max
a02A

Q(s0, a0)

�
.

Theorem 1.8 (Bellman Optimality Equations). For any Q 2 R|S||A|, we have that Q = Q? if and only if Q satisfies
the Bellman optimality equations. Furthermore, the deterministic policy ⇡(s) 2 Q?(s, a) is an optimal policy (where
ties are broken in some arbitrary and deterministic manner).

Before we prove this claim, we will provide a few definitions. Let ⇡Q denote the greedy policy with respect to a vector
Q 2 R|S||A|, i.e

⇡Q(s) := argmax
a2A

Q(s, a) .

where ties are broken in some arbitrary (and deterministic) manner. With this notation, by the above theorem, the
optimal policy ⇡? is given by:

⇡? = ⇡Q? .

Let us also use the following notation to turn a vector Q 2 R|S||A| into a vector of length |S|.

VQ(s) := max
a2A

Q(s, a).

The Bellman optimality operator TM : R|S||A| ! R|S||A| is defined as:

T Q := r + �PVQ . (0.3)

9

where



Value iterations for MDP planning

• The value iteration algorithm iteratively applies the 
Bellman operator until it converges.

1. Initialize Q0 arbitrarily

2. for i in 1,2,3,…, k,  update

3. Return Qk
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Value iterations for MDP planning

• The value iteration algorithm iteratively applies the 
Bellman operator until it converges.

1. Initialize Q0 arbitrarily

2. for i in 1,2,3,…, k,  update

3. Return Qk

• What is the right question to ask here?

25



Convergence of value iteration for
solving MDPs

26

• Lemma 1. The Bellman operator is a γ-contraction.

• Prove this in the optional HW4.

• Fast convergence of value iterations to Q*:

Value Iteration Policy Iteration LP-Algorithms

Poly? |S|2|A|L(P,r,�) log 1
1��

1��
(|S|3 + |S|2|A|)L(P,r,�) log 1

1��

1��
|S|3|A|L(P, r, �)

Strongly Poly? 7 (|S|3 + |S|2|A|) ·min

⇢
|A|

|S|

|S|
,
|S|

2
|A| log |S|2

1��

1��

�
|S|4|A|4 log |S|

1��

Table 0.1: Computational complexities of various approaches (we drop universal constants). Polynomial time algo-
rithms depend on the bit complexity, L(P, r, �), while strongly polynomial algorithms do not. Note that only for a
fixed value of � are value and policy iteration polynomial time algorithms; otherwise, they are not polynomial time
algorithms. Similarly, only for a fixed value of � is policy iteration a strongly polynomial time algorithm. In contrast,
the LP-approach leads to both polynomial time and strongly polynomial time algorithms; for the latter, the approach
is an interior point algorithm. See text for further discussion, and Section 1.7 for references. Here, |S|2|A| is the
assumed runtime per iteration of value iteration, and |S|3 + |S|2|A| is the assumed runtime per iteration of policy
iteration (note that for this complexity we would directly update the values V rather than Q values, as described in the
text); these runtimes are consistent with assuming cubic complexity for linear system solving.

Suppose that (P, r, �) in our MDP M is specified with rational entries. Let L(P, r, �) denote the total bit-size required
to specify M , and assume that basic arithmetic operations +,�,⇥,÷ take unit time. Here, we may hope for an
algorithm which (exactly) returns an optimal policy whose runtime is polynomial in L(P, r, �) and the number of
states and actions.

More generally, it may also be helpful to understand which algorithms are strongly polynomial. Here, we do not want
to explicitly restrict (P, r, �) to be specified by rationals. An algorithm is said to be strongly polynomial if it returns
an optimal policy with runtime that is polynomial in only the number of states and actions (with no dependence on
L(P, r, �)).

1.4 Iterative Methods

Planning refers to the problem of computing ⇡?

M
given the MDP specification M = (S,A, P, r, �). This section

reviews classical planning algorithms that compute Q?.

1.4.1 Value Iteration

A simple algorithm is to iteratively apply the fixed point mapping: starting at some Q, we iteratively apply T :

Q T Q ,

This is algorithm is referred to as Q-value iteration.

Lemma 1.10. (contraction) For any two vectors Q,Q0 2 R|S||A|,

kT Q� T Q0k1  �kQ�Q0k1

Proof: First, let us show that for all s 2 S , |VQ(s)�VQ0(s)|  maxa2A |Q(s, a)�Q0(s, a)|. Assume VQ(s) > VQ0(s)
(the other direction is symmetric), and let a be the greedy action for Q at s. Then

|VQ(s)� VQ0(s)| = Q(s, a)�max
a02A

Q0(s, a0)  Q(s, a)�Q0(s, a)  max
a2A

|Q(s, a)�Q0(s, a)|.
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Suppose that (P, r, �) in our MDP M is specified with rational entries. Let L(P, r, �) denote the total bit-size required
to specify M , and assume that basic arithmetic operations +,�,⇥,÷ take unit time. Here, we may hope for an
algorithm which (exactly) returns an optimal policy whose runtime is polynomial in L(P, r, �) and the number of
states and actions.

More generally, it may also be helpful to understand which algorithms are strongly polynomial. Here, we do not want
to explicitly restrict (P, r, �) to be specified by rationals. An algorithm is said to be strongly polynomial if it returns
an optimal policy with runtime that is polynomial in only the number of states and actions (with no dependence on
L(P, r, �)).

1.4 Iterative Methods

Planning refers to the problem of computing ⇡?

M
given the MDP specification M = (S,A, P, r, �). This section

reviews classical planning algorithms that compute Q?.

1.4.1 Value Iteration

A simple algorithm is to iteratively apply the fixed point mapping: starting at some Q, we iteratively apply T :

Q T Q ,

This is algorithm is referred to as Q-value iteration.

Lemma 1.10. (contraction) For any two vectors Q,Q0 2 R|S||A|,

kT Q� T Q0k1  �kQ�Q0k1

Proof: First, let us show that for all s 2 S , |VQ(s)�VQ0(s)|  maxa2A |Q(s, a)�Q0(s, a)|. Assume VQ(s) > VQ0(s)
(the other direction is symmetric), and let a be the greedy action for Q at s. Then

|VQ(s)� VQ0(s)| = Q(s, a)�max
a02A

Q0(s, a0)  Q(s, a)�Q0(s, a)  max
a2A

|Q(s, a)�Q0(s, a)|.
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k=0

Noise = 0.2
Discount = 0.9
Living reward = 0
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k=1

Noise = 0.2
Discount = 0.9
Living reward = 0

28



k=2

Noise = 0.2
Discount = 0.9
Living reward = 0
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k=3

Noise = 0.2
Discount = 0.9
Living reward = 0
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k=4

Noise = 0.2
Discount = 0.9
Living reward = 0
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k=5

Noise = 0.2
Discount = 0.9
Living reward = 0
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k=6

Noise = 0.2
Discount = 0.9
Living reward = 0
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k=7

Noise = 0.2
Discount = 0.9
Living reward = 0
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k=8

Noise = 0.2
Discount = 0.9
Living reward = 0

35



k=9

Noise = 0.2
Discount = 0.9
Living reward = 0
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k=10

Noise = 0.2
Discount = 0.9
Living reward = 0
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k=11

Noise = 0.2
Discount = 0.9
Living reward = 0
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k=12

Noise = 0.2
Discount = 0.9
Living reward = 0
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k=100

Noise = 0.2
Discount = 0.9
Living reward = 0

40



Demo: grid worlds

41

https://cs.stanford.edu/people/karpathy/reinf
orcejs/gridworld_dp.html



Checkpoint

• What is RL? What are its motivating applications?

• A model of RL --- Markov Decision Processes
• Value functions: Q functions and V functions
• Bellman equations

• MDP planning / inference problem
• Value iterations

42



Remainder of this lecture

• RL algorithms
• Model-based RL vs Model-free RL
• Monte Carlo
• Temporal Difference Learning
• Linear function approximation



Recap: Policy Iterations and Value
Iterations
• What are these algorithms for?

• Algorithms of computing the V* and Q* functions from MDP
parameters

• Policy Iterations

• Value iterations

• How do we make sense of them?
• Recursively applying the Bellman equations until convergence.

Vk+1(s) max
a

X

s0

P (s0|s, a)[r(s, a, s0) + �Vk(s
0)]

<latexit sha1_base64="B7aU7o/GFXPVMoCJFd4nViUKiEM="></latexit><latexit sha1_base64="B7aU7o/GFXPVMoCJFd4nViUKiEM="></latexit><latexit sha1_base64="B7aU7o/GFXPVMoCJFd4nViUKiEM="></latexit><latexit sha1_base64="B7aU7o/GFXPVMoCJFd4nViUKiEM="></latexit>
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Recap: Policy Iterations and Value
Iterations
• What are these algorithms for?

• Algorithms of computing the V* and Q* functions from MDP
parameters

• Policy Iterations

• Value iterations

• How do we make sense of them?
• Recursively applying the Bellman equations until convergence.

Vk+1(s) max
a

X

s0

P (s0|s, a)[r(s, a, s0) + �Vk(s
0)]
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*These methods are called “Dynamic Programming” approaches in Chap 4 of
Sutton and Barto. 44



They are no longer valid in RL

• Policy Evaluation

• Policy improvement

• Value iterations

Vk+1(s) max
a

X

s0

P (s0|s, a)[r(s, a, s0) + �Vk(s
0)]
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V ⇡
k+1(s) 

X

a

⇡(a|s)
X

s0

P (s0|s, a)[r(s, a, s0) + �V ⇡
k (s0)]
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= argmax
a

X

s0

P (s0|s, a)[r(s, a, s0) + �V ⇡
k (s0)]
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They are no longer valid in RL

• Policy Evaluation

• Policy improvement

• Value iterations

Vk+1(s) max
a

X

s0

P (s0|s, a)[r(s, a, s0) + �Vk(s
0)]
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V ⇡
k+1(s) 

X

a

⇡(a|s)
X

s0

P (s0|s, a)[r(s, a, s0) + �V ⇡
k (s0)]
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= argmax
a

X

s0

P (s0|s, a)[r(s, a, s0) + �V ⇡
k (s0)]
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*We do not have the MDP parameters in RL!
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Example: Frozen lake

+1

-1

START

actions: UP, DOWN, LEFT, RIGHT

UP

80% move UP
10% move LEFT
10% move RIGHT

• reward +1 at [4,3], -1 at [4,2]
• reward -0.04 for each step
• what’s the strategy to achieve max reward?
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Example: Frozen lake

+1

-1

START

actions: UP, DOWN, LEFT, RIGHT

UP

80% move UP
10% move LEFT
10% move RIGHT

• reward +1 at [4,3], -1 at [4,2]
• reward -0.04 for each step
• what’s the strategy to achieve max reward?

Action 1, Action 2, Action 3, Action 4

46



Instead, reinforcement learning agents
have “online” access to an environment

• State, Action, Reward
• Unknown reward function, unknown state-transitions.
• Agents can “act” and “experiment”, rather than only doing

offline planning.

47



Idea 1: Model-based
Reinforcement Learning
• Model-based idea

• Let’s approximate the model based on experiences
• Then solve for the values as if the learned model were correct

• Step 1: Get data by running the agent to explore
• Many data points of the form:

𝑠!, 𝑎!, 𝑠", 𝑟! , … , (𝑠#, 𝑎#, 𝑠#$!, 𝑟#)

• Step 2: Estimate the model parameters
• (𝑃 𝑠% 𝑠, 𝑎 --- plug-in / MLE. We need to observe the

transition many times for each 𝑠, 𝑎
• �̂�(𝑠%, 𝑎, 𝑠) --- this is an estimate of the empirical rewards.
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Then we can plug in these estimates
and then use dynamic programming
for policy evaluation / improvements.
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Then we can plug in these estimates
and then use dynamic programming
for policy evaluation / improvements.
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* As usual, “hat” indicates empirical estimates.

<latexit sha1_base64="YIEjjTmxAfWtQ2yGkJ/hV6EazDE="></latexit>

<latexit sha1_base64="qUQXyT2N+aWdJTEH8g7Aoc5Up58="></latexit>

49



Then we can plug in these estimates
and then use dynamic programming
for policy evaluation / improvements.
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* These iterations will produce 4𝑉∗ and 4𝑄∗ functions, and then 7𝜋∗
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This is OK if we have a generative 
model! But there are complications.
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This is OK if we have a generative 
model! But there are complications.
• For MDPs
• Often we need to take a carefully chosen sequence of

actions to reach a state

• The chance of randomly running into a state can be
exponentially small, if we decide to take random actions.
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This is OK if we have a generative 
model! But there are complications.
• For MDPs
• Often we need to take a carefully chosen sequence of

actions to reach a state

• The chance of randomly running into a state can be
exponentially small, if we decide to take random actions.

• Question: What is an example of this?

*Need to somehow update the “exploration policy” on the fly!

50



More caveats
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More caveats

• The fitted model is just an approximation of the
environment.
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• How does the error in the fitted MDP translate into the
error in the estimated value functions V* and Q*?
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More caveats

• The fitted model is just an approximation of the
environment.

• How does the error in the fitted MDP translate into the
error in the estimated value functions V* and Q*?

• How does the error in the estimated Q* function affect
the suboptimality of the policy that maximizes \hat{Q}*?

• Answered by “Simulation Lemma” (Kearns and Singh, 2002)
• Resurgence of research on this more recently:  Yin and W. 

(2020),  Yin, Bai and W. (2020)
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Idea 2: Model-free Reinforcement
Learning
• Do we need the model? Can we learn the Q

function directly?
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Idea 2: Model-free Reinforcement
Learning
• Do we need the model? Can we learn the Q

function directly?
• How many free parameters are there to represent the

Q-function?
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Idea 2: Model-free Reinforcement
Learning
• Do we need the model? Can we learn the Q

function directly?
• How many free parameters are there to represent the

Q-function?

• Recall: Policy iterations

• Maybe we can do policy evaluation / value iterations
without estimating the model?
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Monte Carlo Policy Evaluation (Prediction)
• want to estimate Vp(s)

= expected return starting from s and following p
• estimate as average of observed returns in state s

• We can execute the policy 𝜋
• first-visit MC

• average returns following the first visit to state s

s0
s s

+1 -2 0 +1 -3 +5
G1(s) = +2
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Monte Carlo Policy Evaluation (Prediction)
• want to estimate Vp(s)

= expected return starting from s and following p
• estimate as average of observed returns in state s

• We can execute the policy 𝜋
• first-visit MC

• average returns following the first visit to state s

s0
s s

+1 -2 0 +1 -3 +5
G1(s) = +2

s0
s0
s0
s0
s0

G2(s) = +1
G3(s) = -5

G4(s) = +4

Vp(s) ≈ (2 + 1 – 5 + 4)/4 = 0.5
53



Monte Carlo Policy Optimization (Control)

• Vp not enough for policy improvement
• need exact model of environment

• estimate Qp(s,a)

• MC control

• update after each episode

• Two problems
• greedy policy won’t explore all actions
• Requires many independent episodes for the estimated value function to be 

accurate.
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Monte Carlo Policy Optimization (Control)

• Vp not enough for policy improvement
• need exact model of environment

• estimate Qp(s,a)

• MC control

• update after each episode

• Two problems
• greedy policy won’t explore all actions
• Requires many independent episodes for the estimated value function to be 

accurate.

eps-greedy, or bonus design.

54



Improved Monte-Carlo Q-function 
estimate using Bellman equations
• Recall: 

Q⇡(s, a) =
X

s0

P (s0|s, a)[r(s, a, s0) + �
X

a0

⇡(a0|s0)Q⇡(s0, a0)]
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Q⇡(s, a) = r⇡(s, a) + �Es0⇠P (s0|s,a)[V
⇡(s0)]
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Improved Monte-Carlo Q-function 
estimate using Bellman equations
• Recall: 

• We can use the empirical (Monte Carlo) estimate.

Q⇡(s, a) =
X

s0

P (s0|s, a)[r(s, a, s0) + �
X

a0

⇡(a0|s0)Q⇡(s0, a0)]
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Improved Monte-Carlo Q-function 
estimate using Bellman equations
• Recall: 

• We can use the empirical (Monte Carlo) estimate.

Q⇡(s, a) =
X

s0

P (s0|s, a)[r(s, a, s0) + �
X

a0

⇡(a0|s0)Q⇡(s0, a0)]
<latexit sha1_base64="vtoxCtdWFaUbFTMkJCbvuHOPGyI="></latexit><latexit sha1_base64="vtoxCtdWFaUbFTMkJCbvuHOPGyI="></latexit><latexit sha1_base64="vtoxCtdWFaUbFTMkJCbvuHOPGyI="></latexit><latexit sha1_base64="vtoxCtdWFaUbFTMkJCbvuHOPGyI="></latexit>

Q⇡(s, a) = r⇡(s, a) + �Es0⇠P (s0|s,a)[V
⇡(s0)]

<latexit sha1_base64="yG5FMsFNrUaIQf8Zhgtwgx+vTEI=">AAACNXicbVDLSgMxFM3UV62vqks3wSJtUcqMCLoRRBFcuGjB1kJnLHfStA0mM0OSEcrYn3Ljf7jShQtF3PoLZtqCzwOBk3Pv4d57/IgzpW37ycpMTc/MzmXncwuLS8sr+dW1hgpjSWidhDyUTR8U5Sygdc00p81IUhA+p5f+9Ulav7yhUrEwuNCDiHoCegHrMgLaSO38ee3KjVhJ7UAZY3yIsfz6b2O3B0IAdgXovu8np8N2ooquYgJXS6p4m3YNW42xo1j22vmCXbFHwH+JMyEFNEG1nX9wOyGJBQ004aBUy7Ej7SUgNSOcDnNurGgE5Bp6tGVoAIIqLxldPcRbRungbijNCzQeqd8dCQilBsI3nen+6nctFf+rtWLdPfASFkS xpgEZD+rGHOsQpxHiDpOUaD4wBIhkZldM+iCBaBN0zoTg/D75L2nsVhzDa3uFo+NJHFm0gTZRCTloHx2hM1RFdUTQHXpEL+jVureerTfrfdyasSaedfQD1scn5JSn9Q==</latexit><latexit sha1_base64="yG5FMsFNrUaIQf8Zhgtwgx+vTEI=">AAACNXicbVDLSgMxFM3UV62vqks3wSJtUcqMCLoRRBFcuGjB1kJnLHfStA0mM0OSEcrYn3Ljf7jShQtF3PoLZtqCzwOBk3Pv4d57/IgzpW37ycpMTc/MzmXncwuLS8sr+dW1hgpjSWidhDyUTR8U5Sygdc00p81IUhA+p5f+9Ulav7yhUrEwuNCDiHoCegHrMgLaSO38ee3KjVhJ7UAZY3yIsfz6b2O3B0IAdgXovu8np8N2ooquYgJXS6p4m3YNW42xo1j22vmCXbFHwH+JMyEFNEG1nX9wOyGJBQ004aBUy7Ej7SUgNSOcDnNurGgE5Bp6tGVoAIIqLxldPcRbRungbijNCzQeqd8dCQilBsI3nen+6nctFf+rtWLdPfASFkS xpgEZD+rGHOsQpxHiDpOUaD4wBIhkZldM+iCBaBN0zoTg/D75L2nsVhzDa3uFo+NJHFm0gTZRCTloHx2hM1RFdUTQHXpEL+jVureerTfrfdyasSaedfQD1scn5JSn9Q==</latexit><latexit sha1_base64="yG5FMsFNrUaIQf8Zhgtwgx+vTEI=">AAACNXicbVDLSgMxFM3UV62vqks3wSJtUcqMCLoRRBFcuGjB1kJnLHfStA0mM0OSEcrYn3Ljf7jShQtF3PoLZtqCzwOBk3Pv4d57/IgzpW37ycpMTc/MzmXncwuLS8sr+dW1hgpjSWidhDyUTR8U5Sygdc00p81IUhA+p5f+9Ulav7yhUrEwuNCDiHoCegHrMgLaSO38ee3KjVhJ7UAZY3yIsfz6b2O3B0IAdgXovu8np8N2ooquYgJXS6p4m3YNW42xo1j22vmCXbFHwH+JMyEFNEG1nX9wOyGJBQ004aBUy7Ej7SUgNSOcDnNurGgE5Bp6tGVoAIIqLxldPcRbRungbijNCzQeqd8dCQilBsI3nen+6nctFf+rtWLdPfASFkS xpgEZD+rGHOsQpxHiDpOUaD4wBIhkZldM+iCBaBN0zoTg/D75L2nsVhzDa3uFo+NJHFm0gTZRCTloHx2hM1RFdUTQHXpEL+jVureerTfrfdyasSaedfQD1scn5JSn9Q==</latexit><latexit sha1_base64="yG5FMsFNrUaIQf8Zhgtwgx+vTEI=">AAACNXicbVDLSgMxFM3UV62vqks3wSJtUcqMCLoRRBFcuGjB1kJnLHfStA0mM0OSEcrYn3Ljf7jShQtF3PoLZtqCzwOBk3Pv4d57/IgzpW37ycpMTc/MzmXncwuLS8sr+dW1hgpjSWidhDyUTR8U5Sygdc00p81IUhA+p5f+9Ulav7yhUrEwuNCDiHoCegHrMgLaSO38ee3KjVhJ7UAZY3yIsfz6b2O3B0IAdgXovu8np8N2ooquYgJXS6p4m3YNW42xo1j22vmCXbFHwH+JMyEFNEG1nX9wOyGJBQ004aBUy7Ej7SUgNSOcDnNurGgE5Bp6tGVoAIIqLxldPcRbRungbijNCzQeqd8dCQilBsI3nen+6nctFf+rtWLdPfASFkS xpgEZD+rGHOsQpxHiDpOUaD4wBIhkZldM+iCBaBN0zoTg/D75L2nsVhzDa3uFo+NJHFm0gTZRCTloHx2hM1RFdUTQHXpEL+jVureerTfrfdyasSaedfQD1scn5JSn9Q==</latexit>

cQ⇡(s, a) = cr⇡(s, a) + �bEs0⇠P (s0|s,a)[bV ⇡(s0)]
<latexit sha1_base64="1z0sHFbjsSohAED58J7vTwnZwW0="></latexit><latexit sha1_base64="1z0sHFbjsSohAED58J7vTwnZwW0="></latexit><latexit sha1_base64="1z0sHFbjsSohAED58J7vTwnZwW0="></latexit><latexit sha1_base64="1z0sHFbjsSohAED58J7vTwnZwW0="></latexit>

*No need to estimate P(s’ | s,a) or r(s,a,s’) as intermediate steps.
*Require only O(SA) space, rather than O(S^2A)
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Online averaging representation of MC

• Alternative, online averaging update

s0
s s

+1 -2 0 +1 -3 +5
G1(s) = +2

s0
s0
s0
s0
s0

G2(s) = +1
G3(s) = -5

G4(s) = +4

Vp(s) ≈ (2 + 1 – 5 + 4)/4 = 0.5

Chapter 6

Temporal-Di↵erence Learning

If one had to identify one idea as central and novel to reinforcement learning, it would undoubtedly be
temporal-di↵erence (TD) learning. TD learning is a combination of Monte Carlo ideas and dynamic
programming (DP) ideas. Like Monte Carlo methods, TD methods can learn directly from raw expe-
rience without a model of the environment’s dynamics. Like DP, TD methods update estimates based
in part on other learned estimates, without waiting for a final outcome (they bootstrap). The relation-
ship between TD, DP, and Monte Carlo methods is a recurring theme in the theory of reinforcement
learning; this chapter is the beginning of our exploration of it. Before we are done, we will see that
these ideas and methods blend into each other and can be combined in many ways. In particular, in
Chapter 7 we introduce n-step algorithms, which provide a bridge from TD to Monte Carlo methods,
and in Chapter 12 we introduce the TD(�) algorithm, which seamlessly unifies them.

As usual, we start by focusing on the policy evaluation or prediction problem, the problem of esti-
mating the value function v⇡ for a given policy ⇡. For the control problem (finding an optimal policy),
DP, TD, and Monte Carlo methods all use some variation of generalized policy iteration (GPI). The
di↵erences in the methods are primarily di↵erences in their approaches to the prediction problem.

6.1 TD Prediction

Both TD and Monte Carlo methods use experience to solve the prediction problem. Given some
experience following a policy ⇡, both methods update their estimate V of v⇡ for the nonterminal states
St occurring in that experience. Roughly speaking, Monte Carlo methods wait until the return following
the visit is known, then use that return as a target for V (St). A simple every-visit Monte Carlo method
suitable for nonstationary environments is

V (St) V (St) + ↵
h
Gt � V (St)

i
, (6.1)

where Gt is the actual return following time t, and ↵ is a constant step-size parameter (c.f., Equation
2.4). Let us call this method constant-↵ MC. Whereas Monte Carlo methods must wait until the end
of the episode to determine the increment to V (St) (only then is Gt known), TD methods need to wait
only until the next time step. At time t + 1 they immediately form a target and make a useful update
using the observed reward Rt+1 and the estimate V (St+1). The simplest TD method makes the update

V (St) V (St) + ↵
h
Rt+1 + �V (St+1)� V (St)

i
(6.2)

immediately on transition to St+1 and receiving Rt+1. In e↵ect, the target for the Monte Carlo update
is Gt, whereas the target for the TD update is Rt+1 + �V (St+1). This TD method is called TD(0), or
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where ↵ = 1/NSt
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Chapter 6

Temporal-Di↵erence Learning

If one had to identify one idea as central and novel to reinforcement learning, it would undoubtedly be
temporal-di↵erence (TD) learning. TD learning is a combination of Monte Carlo ideas and dynamic
programming (DP) ideas. Like Monte Carlo methods, TD methods can learn directly from raw expe-
rience without a model of the environment’s dynamics. Like DP, TD methods update estimates based
in part on other learned estimates, without waiting for a final outcome (they bootstrap). The relation-
ship between TD, DP, and Monte Carlo methods is a recurring theme in the theory of reinforcement
learning; this chapter is the beginning of our exploration of it. Before we are done, we will see that
these ideas and methods blend into each other and can be combined in many ways. In particular, in
Chapter 7 we introduce n-step algorithms, which provide a bridge from TD to Monte Carlo methods,
and in Chapter 12 we introduce the TD(�) algorithm, which seamlessly unifies them.

As usual, we start by focusing on the policy evaluation or prediction problem, the problem of esti-
mating the value function v⇡ for a given policy ⇡. For the control problem (finding an optimal policy),
DP, TD, and Monte Carlo methods all use some variation of generalized policy iteration (GPI). The
di↵erences in the methods are primarily di↵erences in their approaches to the prediction problem.

6.1 TD Prediction

Both TD and Monte Carlo methods use experience to solve the prediction problem. Given some
experience following a policy ⇡, both methods update their estimate V of v⇡ for the nonterminal states
St occurring in that experience. Roughly speaking, Monte Carlo methods wait until the return following
the visit is known, then use that return as a target for V (St). A simple every-visit Monte Carlo method
suitable for nonstationary environments is

V (St) V (St) + ↵
h
Gt � V (St)

i
, (6.1)

where Gt is the actual return following time t, and ↵ is a constant step-size parameter (c.f., Equation
2.4). Let us call this method constant-↵ MC. Whereas Monte Carlo methods must wait until the end
of the episode to determine the increment to V (St) (only then is Gt known), TD methods need to wait
only until the next time step. At time t + 1 they immediately form a target and make a useful update
using the observed reward Rt+1 and the estimate V (St+1). The simplest TD method makes the update

V (St) V (St) + ↵
h
Rt+1 + �V (St+1)� V (St)

i
(6.2)

immediately on transition to St+1 and receiving Rt+1. In e↵ect, the target for the Monte Carlo update
is Gt, whereas the target for the TD update is Rt+1 + �V (St+1). This TD method is called TD(0), or
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St occurring in that experience. Roughly speaking, Monte Carlo methods wait until the return following
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where Gt is the actual return following time t, and ↵ is a constant step-size parameter (c.f., Equation
2.4). Let us call this method constant-↵ MC. Whereas Monte Carlo methods must wait until the end
of the episode to determine the increment to V (St) (only then is Gt known), TD methods need to wait
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using the observed reward Rt+1 and the estimate V (St+1). The simplest TD method makes the update
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immediately on transition to St+1 and receiving Rt+1. In e↵ect, the target for the Monte Carlo update
is Gt, whereas the target for the TD update is Rt+1 + �V (St+1). This TD method is called TD(0), or
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where Gt is the actual return following time t, and ↵ is a constant step-size parameter (c.f., Equation
2.4). Let us call this method constant-↵ MC. Whereas Monte Carlo methods must wait until the end
of the episode to determine the increment to V (St) (only then is Gt known), TD methods need to wait
only until the next time step. At time t + 1 they immediately form a target and make a useful update
using the observed reward Rt+1 and the estimate V (St+1). The simplest TD method makes the update
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immediately on transition to St+1 and receiving Rt+1. In e↵ect, the target for the Monte Carlo update
is Gt, whereas the target for the TD update is Rt+1 + �V (St+1). This TD method is called TD(0), or
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temporal-di↵erence (TD) learning. TD learning is a combination of Monte Carlo ideas and dynamic
programming (DP) ideas. Like Monte Carlo methods, TD methods can learn directly from raw expe-
rience without a model of the environment’s dynamics. Like DP, TD methods update estimates based
in part on other learned estimates, without waiting for a final outcome (they bootstrap). The relation-
ship between TD, DP, and Monte Carlo methods is a recurring theme in the theory of reinforcement
learning; this chapter is the beginning of our exploration of it. Before we are done, we will see that
these ideas and methods blend into each other and can be combined in many ways. In particular, in
Chapter 7 we introduce n-step algorithms, which provide a bridge from TD to Monte Carlo methods,
and in Chapter 12 we introduce the TD(�) algorithm, which seamlessly unifies them.

As usual, we start by focusing on the policy evaluation or prediction problem, the problem of esti-
mating the value function v⇡ for a given policy ⇡. For the control problem (finding an optimal policy),
DP, TD, and Monte Carlo methods all use some variation of generalized policy iteration (GPI). The
di↵erences in the methods are primarily di↵erences in their approaches to the prediction problem.

6.1 TD Prediction

Both TD and Monte Carlo methods use experience to solve the prediction problem. Given some
experience following a policy ⇡, both methods update their estimate V of v⇡ for the nonterminal states
St occurring in that experience. Roughly speaking, Monte Carlo methods wait until the return following
the visit is known, then use that return as a target for V (St). A simple every-visit Monte Carlo method
suitable for nonstationary environments is
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, (6.1)

where Gt is the actual return following time t, and ↵ is a constant step-size parameter (c.f., Equation
2.4). Let us call this method constant-↵ MC. Whereas Monte Carlo methods must wait until the end
of the episode to determine the increment to V (St) (only then is Gt known), TD methods need to wait
only until the next time step. At time t + 1 they immediately form a target and make a useful update
using the observed reward Rt+1 and the estimate V (St+1). The simplest TD method makes the update
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immediately on transition to St+1 and receiving Rt+1. In e↵ect, the target for the Monte Carlo update
is Gt, whereas the target for the TD update is Rt+1 + �V (St+1). This TD method is called TD(0), or
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the visit is known, then use that return as a target for V (St). A simple every-visit Monte Carlo method
suitable for nonstationary environments is

V (St) V (St) + ↵
h
Gt � V (St)

i
, (6.1)
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where Gt is the actual return following time t, and ↵ is a constant step-size parameter (c.f., Equation
2.4). Let us call this method constant-↵ MC. Whereas Monte Carlo methods must wait until the end
of the episode to determine the increment to V (St) (only then is Gt known), TD methods need to wait
only until the next time step. At time t + 1 they immediately form a target and make a useful update
using the observed reward Rt+1 and the estimate V (St+1). The simplest TD method makes the update
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where Gt is the actual return following time t, and ↵ is a constant step-size parameter (c.f., Equation
2.4). Let us call this method constant-↵ MC. Whereas Monte Carlo methods must wait until the end
of the episode to determine the increment to V (St) (only then is Gt known), TD methods need to wait
only until the next time step. At time t + 1 they immediately form a target and make a useful update
using the observed reward Rt+1 and the estimate V (St+1). The simplest TD method makes the update
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Bootstrap’s origin

• “The Surprising Adventures of Baron Münchausen”
• Rudolf Erich Raspe, 1785

• In statistics: Brad Efron’s resampling methods
• In computing: Booting…
• In RL: It simply means TD learning
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TD policy optimization (TD-
control )
• SARSA (On-Policy TD-control)

• Update the Q function by bootstrapping Bellman Equation

• Choose the next A’ using Q, e.g., eps-greedy.

• Q-Learning (Off-policy TD-control)
• Update the Q function by bootstrapping Bellman Optimality Eq.

• Choose the next A’ using Q, e.g., eps-greedy, or any other policy.
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Exercise 6.8 Show that an action-value version of (6.6) holds for the action-value form of the TD
error �t = Rt+1 + �Q(St+1, At+1 � Q(St, At), again assuming that the values don’t change from step to
step. ⇤

It is straightforward to design an on-policy control algorithm based on the Sarsa prediction method.
As in all on-policy methods, we continually estimate q⇡ for the behavior policy ⇡, and at the same time
change ⇡ toward greediness with respect to q⇡. The general form of the Sarsa control algorithm is given
in the box below.

Sarsa (on-policy TD control) for estimating Q ⇡ q⇤

Initialize Q(s, a), for all s 2 S, a 2 A(s), arbitrarily, and Q(terminal-state, ·) = 0
Repeat (for each episode):

Initialize S

Choose A from S using policy derived from Q (e.g., ✏-greedy)
Repeat (for each step of episode):

Take action A, observe R, S
0

Choose A
0 from S

0 using policy derived from Q (e.g., ✏-greedy)
Q(S, A) Q(S, A) + ↵

⇥
R + �Q(S0

, A
0)�Q(S, A)

⇤

S  S
0; A A

0;
until S is terminal

The convergence properties of the Sarsa algorithm depend on the nature of the policy’s dependence
on Q. For example, one could use "-greedy or "-soft policies. Sarsa converges with probability 1 to an
optimal policy and action-value function as long as all state–action pairs are visited an infinite number
of times and the policy converges in the limit to the greedy policy (which can be arranged, for example,
with "-greedy policies by setting " = 1/t).

Example 6.5: Windy Gridworld Shown inset in Figure 6.3 is a standard gridworld, with start and
goal states, but with one di↵erence: there is a crosswind upward through the middle of the grid. The
actions are the standard four—up, down, right, and left—but in the middle region the resultant
next states are shifted upward by a “wind,” the strength of which varies from column to column. The
strength of the wind is given below each column, in number of cells shifted upward. For example, if
you are one cell to the right of the goal, then the action left takes you to the cell just above the goal.
Let us treat this as an undiscounted episodic task, with constant rewards of �1 until the goal state is
reached.
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Figure 6.3: Results of Sarsa applied to a gridworld (shown inset) in which movement is altered by a location-
dependent, upward “wind.” A trajectory under the optimal policy is also shown.
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The graph in Figure 6.3 shows the results of applying "-greedy Sarsa to this task, with " = 0.1,
↵ = 0.5, and the initial values Q(s, a) = 0 for all s, a. The increasing slope of the graph shows
that the goal is reached more and more quickly over time. By 8000 time steps, the greedy policy
was long since optimal (a trajectory from it is shown inset); continued "-greedy exploration kept the
average episode length at about 17 steps, two more than the minimum of 15. Note that Monte Carlo
methods cannot easily be used on this task because termination is not guaranteed for all policies.
If a policy was ever found that caused the agent to stay in the same state, then the next episode
would never end. Step-by-step learning methods such as Sarsa do not have this problem because
they quickly learn during the episode that such policies are poor, and switch to something else.

Exercise 6.9: Windy Gridworld with King’s Moves Re-solve the windy gridworld task assuming eight
possible actions, including the diagonal moves, rather than the usual four. How much better can you do
with the extra actions? Can you do even better by including a ninth action that causes no movement
at all other than that caused by the wind? ⇤
Exercise 6.10: Stochastic Wind Re-solve the windy gridworld task with King’s moves, assuming
that the e↵ect of the wind, if there is any, is stochastic, sometimes varying by 1 from the mean values
given for each column. That is, a third of the time you move exactly according to these values, as in
the previous exercise, but also a third of the time you move one cell above that, and another third of
the time you move one cell below that. For example, if you are one cell to the right of the goal and
you move left, then one-third of the time you move one cell above the goal, one-third of the time you
move two cells above the goal, and one-third of the time you move to the goal. ⇤

6.5 Q-learning: O↵-policy TD Control

One of the early breakthroughs in reinforcement learning was the development of an o↵-policy TD
control algorithm known as Q-learning (Watkins, 1989), defined by

Q(St, At) Q(St, At) + ↵
h
Rt+1 + � max

a

Q(St+1, a)�Q(St, At)
i
. (6.8)

In this case, the learned action-value function, Q, directly approximates q⇤, the optimal action-value
function, independent of the policy being followed. This dramatically simplifies the analysis of the
algorithm and enabled early convergence proofs. The policy still has an e↵ect in that it determines
which state–action pairs are visited and updated. However, all that is required for correct convergence
is that all pairs continue to be updated. As we observed in Chapter 5, this is a minimal requirement
in the sense that any method guaranteed to find optimal behavior in the general case must require it.
Under this assumption and a variant of the usual stochastic approximation conditions on the sequence
of step-size parameters, Q has been shown to converge with probability 1 to q⇤.

Q-learning (o↵-policy TD control) for estimating ⇡ ⇡ ⇡⇤

Initialize Q(s, a), for all s 2 S, a 2 A(s), arbitrarily, and Q(terminal-state, ·) = 0
Repeat (for each episode):

Initialize S

Repeat (for each step of episode):
Choose A from S using policy derived from Q (e.g., ✏-greedy)
Take action A, observe R, S

0

Q(S, A) Q(S, A) + ↵
⇥
R + � maxa Q(S0

, a)�Q(S, A)
⇤

S  S
0

until S is terminalRemarks:
• These are proven to converge asymptotically.
• Much more data-efficient in practice, than MC.
• Regret analysis is still active area of research.



Advantage of TD over Monte
Carlo
• Given a trajectory, a roll-out, of T steps.

• MC updates the Q function only once

• TD updates the Q function (and the policy) T times!
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Remark: This is the same kind of improvement from Gradient Descent to
Stochastic Gradient Descent (SGD).



Model-free vs Model-based RL 
algorithms
• Different function approximations

• Different space efficiency

• Which one is more statistically efficient?
• More or less equivalent in the tabular case.
• Different challenges in their analysis.
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The problem of large state-space
is still there
• We need to represent and learn SA parameters in Q-

learning and SARSA.

• S is often large
• 9-puzzle, Tic-Tac-Toe: 9! = 362,800, S^2 = 1.3*10^11
• PACMAN with 20 by 20 grid. S = O(2^400), S^2 = O(2^800)

• O(S) is not acceptable in some cases.

• Need to think of ways to “generalize”/share
information across states.
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Example: Pacman

Let’s say we discover 
through experience 

that this state is bad:

(From Dan Klein and Pieter Abbeel)
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Example: Pacman

Let’s say we discover 
through experience 

that this state is bad:

In naïve q-learning, 
we know nothing 
about this state:

Or even this one!

(From Dan Klein and Pieter Abbeel)
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Video of Demo Q-Learning Pacman – Tiny – Watch 
All
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Video of Demo Q-Learning Pacman – Tiny – Silent 
Train
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Video of Demo Q-Learning Pacman – Tricky –
Watch All
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Why not use an evaluation function?
A Feature-Based Representations

• Solution: describe a state using a 
vector of features (properties)
• Features are functions from states to real 

numbers (often 0/1) that capture 
important properties of the state

• Example features:
• Distance to closest ghost
• Distance to closest dot
• Number of ghosts
• 1 / (dist to dot)2

• Is Pacman in a tunnel? (0/1)
• …… etc.
• Is it the exact state on this slide?

• Can also describe a q-state (s, a) with 
features (e.g. action moves closer to 
food)
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Linear Value Functions

• Using a feature representation, we can write a q function (or value 
function) for any state using a few weights:

• Vw(s) = w1f1(s) + w2f2(s) + … + wnfn(s) 

• Qw(s,a) = w1f1(s,a) + w2f2(s,a) + … + wnfn(s,a) 

• Advantage: our experience is summed up in a few powerful numbers

• Disadvantage: states may share features but actually be very 
different in value!
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Updating a linear value function
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Updating a linear value function

• Original Q learning rule tries to reduce prediction 
error at s, a:

Q(s,a) � Q(s,a)  + a × [R(s,a,s’) + γ maxa’ Q (s’,a’) - Q(s,a)  ]
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Updating a linear value function

• Original Q learning rule tries to reduce prediction 
error at s, a:

Q(s,a) � Q(s,a)  + a × [R(s,a,s’) + γ maxa’ Q (s’,a’) - Q(s,a)  ]

• Instead, we update the weights to try to reduce the 
error at s, a:

wi � wi + a × [R(s,a,s’) + γ maxa’ Q (s’,a’) - Q(s,a)  ] �Qw(s,a)/¶wi

= wi +  a × [R(s,a,s’) + γ maxa’ Q (s’,a’) - Q(s,a)  ] fi(s,a)
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Updating a linear value function

• Original Q learning rule tries to reduce prediction error at s, a:

Q(s,a) ¬ Q(s,a)  +  a × [R(s,a,s’) + γ maxa’ Q (s’,a’) - Q(s,a) ]

• Instead, we update the weights to try to reduce the error at s, a:
wi¬ wi +  a × [R(s,a,s’) + γ maxa’ Q (s’,a’) - Q(s,a) ] ¶Qw(s,a)/¶wi

=  wi +  a × [R(s,a,s’) + γ maxa’ Q (s’,a’) - Q(s,a) ] fi(s,a)

• Qualitative justification:
• Pleasant surprise: increase weights on positive features, decrease on negative 

ones
• Unpleasant surprise: decrease weights on positive features, increase on negative 

ones
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PACMAN Q-Learning (Linear function
approx.)
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Deriving the TD via incremental optimization 
that minimizes Bellman errors

• Mean Square Error and Mean Square Bellman error
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So far, in RL algorithms

• Model-based approaches
• Estimate the MDP parameters.
• Then use policy-iterations, value iterations.

• Monte Carlo methods:
• estimating the rewards by empirical averages

• Temporal Difference methods:
• Combine Monte Carlo methods with Dynamic Programming

• Linear function approximation in Q-learning
• Similar to SGD
• Learning heuristic function
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Final lecture

• Wrap up RL algorithm

• Exploration


