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Recap: last lecture

• Advanced Composition

• Gaussian mechanism

• Concentration inequalities

• Renyi Differential Privacy
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Recap: Advanced Composition

• Martingale concentration of privacy loss random
variables

• Bound mean: KL-divergence of two distributions
with bounded ratio

• Bound deviation from the mean: O(sqrt{k})
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Recap: Gaussian mechanism

• The privacy loss RV of Gaussian mechanism is
Gaussian.

• Gaussian mechanism is better than the Laplace
when
• its L2 sensitivity is substantially smaller than L1
• we compose over many rounds
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Recap: Concentration Inequalities

• From Markov to Chernoff

• Concentration of subgaussian random variables

• Idea:
• Gaussian mechanism is quite special, with its PLRV being

Gaussian.
• Are there other DP mechanisms with their privacy loss

r.v.’s tails behaving like that of the Gaussian mechanism?
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Recap: Concentrated DP and
Renyi DP
• Renyi Divergence:
• Basically a transformation of MGF

• Formalizing the idea of subgaussian PLRV:
• zCDP: A linear upper bound of the Renyi divergence
• Renyi DP: A pointwise upper bound of the Renyi

divergence

• Advanced composition for Gaussian mechanism
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This lecture

• Equivalent definitions of approximate DP
• Hockey-Stick divergence / privacy profiles
• Tradeoff functions / f-DP
• Difference of the CDFs

• Application: Analytical Gaussian mechanism

• Mechanism specific analysis
• More precise representations
• Their composition
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Readings

• “Improving the Gaussian Mechanism for
Differential Privacy” by Balle and W.
https://arxiv.org/abs/1805.06530

• “Gaussian Differential Privacy” by Dong, Roth and
Su https://arxiv.org/abs/1905.02383

• “Optimal accounting of Differential Privacy Via
Characteristic Function” by Zhu, Dong and W.
https://arxiv.org/abs/2106.08567
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Recall: definition of DP

• What is this set S that attains the bound?

• Can we redefine approximate DP in the same way
Renyi DP is defined?
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2.3. Formalizing di�erential privacy 17

We will think of databases x as being collections of records from a
universe X . It will often be convenient to represent databases by their
histograms: x œ N|X |, in which each entry xi represents the number of
elements in the database x of type i œ X (we abuse notation slightly, let-
ting the symbol N denote the set of all non-negative integers, including
zero). In this representation, a natural measure of the distance between
two databases x and y will be their ¸1 distance:

Definition 2.3 (Distance Between Databases). The ¸1 norm of a
database x is denoted ÎxÎ1 and is defined to be:

ÎxÎ1 =
|X |ÿ

i=1

|xi| .

The ¸1 distance between two databases x and y is Îx ≠ yÎ1

Note that ÎxÎ1 is a measure of the size of a database x (i.e., the
number of records it contains), and Îx ≠ yÎ1 is a measure of how many
records di�er between x and y.

Databases may also be represented by multisets of rows (elements
of X ) or even ordered lists of rows, which is a special case of a set,
where the row number becomes part of the name of the element. In this
case distance between databases is typically measured by the Hamming
distance, i.e., the number of rows on which they di�er.

However, unless otherwise noted, we will use the histogram
representation described above. (Note, however, that even when the
histogram notation is more mathematically convenient, in actual
implementations, the multiset representation will often be much more
concise).

We are now ready to formally define di�erential privacy, which intu-
itively will guarantee that a randomized algorithm behaves similarly on
similar input databases.

Definition 2.4 (Di�erential Privacy). A randomized algorithm M with
domain N|X | is (Á, ”)-di�erentially private if for all S ™ Range(M) and
for all x, y œ N|X | such that Îx ≠ yÎ1 Æ 1:

Pr[M(x) œ S] Æ exp(Á) Pr[M(y) œ S] + ”,

18 Basic Terms

where the probability space is over the coin flips of the mechanism M.
If ” = 0, we say that M is Á-di�erentially private.

Typically we are interested in values of ” that are less than the
inverse of any polynomial in the size of the database. In particular,
values of ” on the order of 1/ÎxÎ1 are very dangerous: they permit “pre-
serving privacy” by publishing the complete records of a small number
of database participants — precisely the “just a few” philosophy dis-
cussed in Section 1.

Even when ” is negligible, however, there are theoretical distinc-
tions between (Á, 0)- and (Á, ”)-di�erential privacy. Chief among these
is what amounts to a switch of quantification order. (Á, 0)-di�erential
privacy ensures that, for every run of the mechanism M(x), the out-
put observed is (almost) equally likely to be observed on every neigh-
boring database, simultaneously. In contrast (Á, ”)-di�erential privacy
says that for every pair of neighboring databases x, y, it is extremely
unlikely that, ex post facto the observed value M(x) will be much more
or much less likely to be generated when the database is x than when
the database is y. However, given an output › ≥ M(x) it may be possi-
ble to find a database y such that › is much more likely to be produced
on y than it is when the database is x. That is, the mass of › in the
distribution M(y) may be substantially larger than its mass in the
distribution M(x).

The quantity

L
(›)

M(x)ÎM(y)
= ln

3Pr[M(x) = ›]
Pr[M(y) = ›]
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is important to us; we refer to it as the privacy loss incurred by observ-
ing ›. This loss might be positive (when an event is more likely under x
than under y) or it might be negative (when an event is more likely
under y than under x). As we will see in Lemma 3.17, (Á, ”)-di�erential
privacy ensures that for all adjacent x, y, the absolute value of the pri-
vacy loss will be bounded by Á with probability at least 1≠”. As always,
the probability space is over the coins of the mechanism M.

Di�erential privacy is immune to post-processing: A data analyst,
without additional knowledge about the private database, cannot com-
pute a function of the output of a private algorithm M and make it



Detour: f-divergence

• For any convex function , satisfying
you may define a divergence

• When densities exists:

• Very general family with many nice properties:
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SASON AND VERDÚ: f -DIVERGENCE INEQUALITIES 8

Definition 3: Let f : (0, 1) ! R be a convex function, and suppose that P ⌧ Q. The f -divergence from P

to Q is given by

Df (PkQ) =

Z
f

✓
dP

dQ

◆
dQ (30)

= E
⇥
f(Z)

⇤
(31)

where

Z = exp
�
ıPkQ(Y )

�
, Y ⇠ Q. (32)

and in (30), we took the continuous extension7

f(0) = lim
t#0

f(t) 2 (�1, +1]. (33)

We can also define Df (PkQ) without requiring P ⌧ Q. Let f : (0, 1) ! R be a convex function with

f(1) = 0, and let f
? : (0, 1) ! R be given by

f
?(t) = t f

�
1
t

�
(34)

for all t > 0. Note that f
? is also convex (see, e.g., [14, Section 3.2.6]), f

?(1) = 0, and Df (PkQ) = Df?(QkP )

if P ⌧� Q. By definition, we take

f
?(0) = lim

t#0
f
?(t) = lim

u!1

f(u)

u
. (35)

If p and q denote, respectively, the densities of P and Q with respect to a �-finite measure µ (i.e., p = dP
dµ ,

q = dQ
dµ ), then we can write (30) as

Df (PkQ) =

Z
q f

✓
p

q

◆
dµ (36)

=

Z

{pq>0}
q f

✓
p

q

◆
dµ + f(0) Q(p = 0) + f

?(0)P (q = 0). (37)

Remark 1: Different functions may lead to the same f -divergence for all (P, Q): if for an arbitrary b 2 R,

we have

fb(t) = f0(t) + b (t � 1), t � 0 (38)

then

Df0
(PkQ) = Dfb

(PkQ). (39)

7The convexity of f : (0,1) ! R implies its continuity on (0,1).

December 6, 2016 DRAFT
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See Sason and Verdu: https://arxiv.org/pdf/1508.00335.pdf

https://arxiv.org/pdf/1508.00335.pdf


Detour: Example of f-divergence

• KL-divergence

• xi^2 divergence

• Total variation distance

• Hellinger divergence
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Hockey-Stick divergence

• When

• The f-divergence is a special divergence called
“Hockey-Stick divergence”

12

f(x) = (x� ↵)+
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can construct D0 by adding or removing one data point from Z. M : D⇤ ! PO is a randomized
mechanism which returns an output o 2 O by sampling from distribution M(D). Sometimes for
convenience and clarity we define P,Q and p, q to be the distribution and density functions of M(D)

and M(D0
) respectively.

Differential privacy and its equivalent definitions. With these notations clarified, we can now
formally define differential privacy.

Definition 1 (Differential Privacy). A randomized algorithm M is (✏, �)-DP if for every pair of
neighboring datasets D,D0, and every possible output set S ✓ O the following inequality holds:

Pr[M(D) 2 S]  e✏Pr[M(D0 2 S)] + �.

We can alternatively interpret DP from the views of a divergence metric of two probability distribu-
tions, a hypothesis testing view of a binary-classifier, as well as the distribution of the log-odds ratio.
Let us first define these quantities formally.

Definition 2 (Hockey-stick divergence). For ↵ > 0, the Hockey-stick divergence is defined as
H↵(PkQ) := Eo⇠Q[(

dP
dQ(o)�↵)+], where (x)+ := x1(x � 0) and dP

dQ is the Radon-Nikodym-derivative
(or simply the density ratio when density exists for P and Q).

Definition 3 (Trade-off function). Let � be a classifier to distinguish two distributions P from Q
using a sample. ↵� be its Type I error (false positive rate) and �� be its Type II error (false negative
rate). The tradeoff function TP,Q(↵) : [0, 1] ! [0, 1] is defined to be TP,Q(↵) := inf�{�� | ↵�  ↵}.

Definition 4 (Privacy loss R.V.). The privacy loss random variable of for a pair of neighboring
dataset D,D0 under mechanism M is defined as LP,Q := log

M(D)(o)
M(D0)(o) where o ⇠ M(D); similarly,

we have LQ,P := log
M(D0)(o)
M(D)(o) where o ⇠ M(D0

).

These quantities can be used to equivalently define differential privacy [Wasserman and Zhou, 2010,
Barthe and Olmedo, 2013, Kairouz et al., 2015, Balle and Wang, 2018, Balle et al., 2018, Dong et al.,
2021].

Lemma 5. The following statements about a randomized algorithm M are equivalent to Definition 1

1. supD'D0 He✏(M(D)kM(D0
))  �.

2. supD'D0 TM(D),M(D0)(↵) � max{0, 1� � � e✏↵, e�✏
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3. Pro⇠M(D)[LP,Q > ✏]� e✏ Pro⇠M(D0)[LQ,P < �✏]  � for all neighboring D,D0.

We highlight that in all these definitions, it is required for the bound to cover all pairs of neighboring
datasets D,D0.

Mechanism-specific analysis / Functional representation of DP guarantee. Each of these
equivalent interpretations could be used to provide more-fine-grained description of a differential
privacy mechanism M.

Definition 6 (Privacy profile [Balle et al., 2018] and f -DP [Dong et al., 2021]). The privacy profile
of a mechanism M is a function �M : R>0 ! [0, 1]defined as

�M(↵) := sup

D'D0
H↵(M(D)kM(D0
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that the value of � given in Theorem 1 is suboptimal in the high privacy regime " ! 0. Then we
show that this problem is in fact inherent to the usual proof strategy used to analyze the Gaussian
mechanism. We conclude the section by showing that for large values of " the standard deviation of
a Gaussian perturbation that provides (", �)-DP must scale like ⌦(1/

p
"). This implies that the

scaling ⇥(1/") provided by the classical Gaussian mechanism in the range " 2 (0, 1) cannot be
extended beyond any bounded interval.

2.1 Limitations in the High Privacy Regime

To illustrate the sub-optimality of the classical Gaussian mechanism in the regime " ! 0 we start by
showing it is possible to achieve (0, �)-DP using Gaussian perturbations. This clearly falls outside
the capabilities of the classical Gaussian mechanism, since the standard deviation � = ⇥(1/")
provided by Theorem 1 grows to infinity as " ! 0.

Theorem 2. A Gaussian output perturbation mechanism with � = �/2� is (0, �)-DP
1
.

Previous analyses of the Gaussian mechanism are based on a simple su�cient condition for DP
in terms of the privacy loss random variable Dwork and Roth [2014]. The next section explains why
the usual analysis of the Gaussian mechanism cannot yield tight bounds for the regime " ! 0. This
shows that our example is not a corner case, but a fundamental limitation of trying to establish
(", �)-DP through said su�cient condition.

2.2 Limitations of Privacy Loss Analyses

Given a vector-valued mechanism M let pM(x)(y) denote the density of the random variable
Y = M(x). The privacy loss function of M on a pair of neighbouring inputs x ' x

0 is defined as

`M,x,x0(y) = log

✓
pM(x)(y)

pM(x0)(y)

◆
.

The privacy loss random variable LM,x,x0 = `M,x,x0(Y ) is the transformation of the output random
variable Y = M(x) by the function `M,x,x0 . For the particular case of a Gaussian mechanism
M(x) = f(x) + Z with Z ⇠ N (0,�2

I) it is well-known that the privacy loss random variable is also
Gaussian Dwork and Rothblum [2016].

Lemma 3. The privacy loss LM,x,x0 of a Gaussian output perturbation mechanism follows a

distribution N (⌘, 2⌘) with ⌘ = D
2
/2�2

, where D = kf(x)� f(x0)k.

The privacy analysis of the classical Gaussian mechanism relies on the following su�cient
condition: a mechanism M is (", �)-DP if the privacy loss LM,x,x0 satisfies

8x ' x
0 : P[LM,x,x0 � "]  � . (2)

Since Lemma 3 shows the privacy loss LM,x,x0 of the Gaussian mechanism is a Gaussian random
variable with mean kf(x) � f(x0)k2/2�2, we have P[LM,x,x0 > 0] � 1/2 for any pair of datasets
with f(x) 6= f(x0). This observation shows that in general it is not possible to use this su�cient
condition for (", �)-DP to prove that the Gaussian mechanism achieves (0, �)-DP for any � < 1/2.
In other words, the su�cient condition is not necessary in the regime " ! 0. We conclude that an
alternative analysis is required in order to improve the dependence on " in the Gaussian mechanism.

1Proofs for all results given in the paper are presented in Appendix A.

3

Now we can use Lemma 3 to specialize (3) for a Gaussian output perturbation mechanism. The
relevant computations are packaged in the following result, where we express the probabilities in (3)
in terms of the Gaussian CDF �.

Lemma 6. Suppose M(x) = f(x) + Z is a Gaussian output perturbation mechanism with Z ⇠
N (0,�2

I). For any x ' x
0
let D = kf(x)� f(x0)k. Then the following hold for any " � 0:

P[LM,x,x0 � "] = �

✓
D

2�
� "�

D

◆
, (4)

P[LM,x0,x  �"] = �

✓
�D

2�
� "�

D

◆
. (5)

This result specializes the left hand side of (3) in terms of the distance D = kf(x) � f(x0)k
between the output means on a pair of neighbouring datasets. To complete the derivation of our
analytic Gaussian mechanism we need to ensure that (3) is satisfied for every pair x ' x

0. The next
lemma shows that this reduces to plugging the global L2 sensitivity � in the place of D in (4) and
(5).

Lemma 7. For any " � 0, the function h : R�0 ! R defined as follows is monotonically increasing:

h(⌘) = P[N (⌘, 2⌘) � "]� e
"P[N (⌘, 2⌘)  �"] .

Now we are ready to state our main result, whose proof follows directly from Theorem 5,
Lemma 7, and equations (4) and (5).

Theorem 8 (Analytic Gaussian Mechanism). Let f : X ! Rd
be a function with global L2 sensitivity

�. For any " � 0 and � 2 [0, 1], the Gaussian output perturbation mechanism M(x) = f(x) + Z

with Z ⇠ N (0,�2
I) is (", �)-DP if and only if

�

✓
�

2�
� "�

�

◆
� e

"�

✓
��

2�
� "�

�

◆
 � . (6)

This result shows that in order to obtain an (", �)-DP Gaussian output perturbation mechanism
for a function f with global L2 sensitivity � it is enough to find a noise variance �

2 satisfying (6).
One could now use upper and lower bounds for the tail of the Gaussian CDF to derive an analytic
expression for a parameter � satisfying this constraint. However, this again leads to a suboptimal
result due to the slack in these tail bounds in the non-asymptotic regime. Instead, we propose to
find � using a numerical algorithm by leveraging the fact that the Gaussian CDF can be written
as �(t) = (1 + erf(t/

p
2))/2, where erf is the standard error function. E�cient implementations

of this function to very high accuracies are provided by most statistical and numerical software
packages. However, this strategy requires some care in order to avoid numerical stability issues
around the point where the expression �/2� � "�/� in (6) changes sign. Thus, we further massage
the left hand side (6) we obtain the implementation of the analytic Gaussian mechanism given in
Algorithm 1. The correctness of this implementation is provided by the following result.

Theorem 9. Let f be a function with global L2 sensitivity �. For any " > 0 and � 2 (0, 1), the
mechanism described in Algorithm 1 is (", �)-DP.

5

2.3 Limitations in the Low Privacy Regime

The last question we address in this section is whether the order of magnitude � = ⇥(1/") given by
Theorem 1 for "  1 can be extended to privacy parameters of the form " > 1. We show this is not
the case by providing the following lower bound.

Theorem 4. Let f : X ! Rd
have global L2 sensitivity �. Suppose " > 0 and 0 < � < 1/2 �

e
�3"

/
p
4⇡". If the mechanism M(x) = f(x) +Z with Z ⇠ N (0,�2

I) is (", �)-DP, then � � �/
p
2".

Note that as " ! 1 the upper bound on � in Theorem 4 converges to 1/2. Thus, as " increases
the range of �’s requiring noise of the order ⌦(1/

p
") increases to include all parameters of practical

interest. This shows that the rate � = ⇥(1/") provided by the classical Gaussian mechanism cannot
be extended beyond the interval " 2 (0, 1). Note this provides an interesting contrast with the
Laplace mechanism, which can achieve "-DP with standard deviation ⇥(1/") in the low privacy
regime.

3 The Analytic Gaussian Mechanism

The limitations of the classical Gaussian mechanism described in the previous section suggest
there is room for improvement in the calibration of the variance of a Gaussian perturbation to
the corresponding global L2 sensitivity. Here we present a method for optimal noise calibration
for Gaussian perturbations that we call analytic Gaussian mechanism. To do so we must address
the two sources of slack in the classical analysis: the su�cient condition (2) used to reduce the
analysis to finding an upper bound for P[N (⌘, 2⌘) > "], and the use of a Gaussian tail approximation
to obtain such upper bound. We address the first source of slack by showing that the su�cient
condition in terms of the privacy loss random variable comes from a relaxation of a necessary and
su�cient condition involving two privacy loss random variables. When specialized to the Gaussian
mechanism, this condition involves probabilities about Gaussian random variables, which instead
of approximating by a tail bound we represent explicitly in terms of the CDF of the standard
univariate Gaussian distribution:

�(t) = P[N (0, 1)  t] =
1p
2⇡

Z t

�1
e
�y2/2

dy .

Using this point of view, we introduce a calibration strategy for Gaussian perturbations that requires
solving a simple optimization problem involving �(t). We discuss how to solve this optimization at
the end of this section.

The first step in our analysis is to provide a necessary and su�cient condition for di↵erential
privacy in terms of privacy loss random variables. This is captured by the following result.

Theorem 5. A mechanism M : X ! Y is (", �)-DP if and only if the following holds for every

x ' x
0
:

P[LM,x,x0 � "]� e
"P[LM,x0,x  �"]  � . (3)

Note that Theorem 5 immediately implies the su�cient condition given in (2) through the
inequality

P[LM,x,x0 � "]� e
"P[LM,x0,x  �"]  P[LM,x,x0 � "] .

4
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find � using a numerical algorithm by leveraging the fact that the Gaussian CDF can be written
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2))/2, where erf is the standard error function. E�cient implementations

of this function to very high accuracies are provided by most statistical and numerical software
packages. However, this strategy requires some care in order to avoid numerical stability issues
around the point where the expression �/2� � "�/� in (6) changes sign. Thus, we further massage
the left hand side (6) we obtain the implementation of the analytic Gaussian mechanism given in
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Improvements from the Analytical
Gaussian mechanism is substantial
• Calibrate noise to privacy requirements
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Figure 1: Two leftmost plots: Experiments comparing the classical Gaussian mechanism (cGM) and
the analytic Gaussian mechanism (aGM), in terms of their absolute standard deviations as " ! 0,
and in terms of the gain in variance as a function of ". Two rightmost plots: Mean estimation
experiments showing L2 error between the private mean estimate and the non-private empirical
mean as a function of the dimension d.

task of private mean estimation using synthetic data. We also evaluate several denoising strategies
on the task of releasing heat maps based on the New York City taxi dataset under di↵erential
privacy. Further experiments are presented in Appendix B, including an evaluation of denoising
strategies for the task of private histogram release.

5.1 Analytic Gaussian Mechanism

We implemented Algorithm 1 in Python3 and ran experiments to compare the variance of the
perturbation obtained with the analytic Gaussian mechanism versus the variance required by the
classical Gaussian mechanism. In all our experiments the values of v⇤ and u

⇤ were solved up to an
accuracy of 10�12 using binary search and the implementation of the erf function provided by SciPy
Jones et al. [2001].

The results are presented in the two leftmost panels in Figure 1. The plots show that as " ! 0
the optimally calibrated perturbation outperforms the classical mechanism by several orders of
magnitude. Furthermore, we see that even for values of " close to 1 our mechanism reduces the
variance by a factor of 1.4 or more, with higher improvements for larger values of �.

5.2 Denoising for Mean Estimation

Our next experiment evaluates the utility of denoising combined with the analytical Gaussian
mechanism for the task of private mean estimation. The input to the mechanism is a dataset
x = (x1, . . . , xn) containing n vectors xi 2 Rd and the underlying deterministic functionality is
f(x) = (1/n)

Pn
i=1

xi. This relatively simple task is a classic example from the family of linear
queries which are frequently considered in the di↵erential privacy literature. We compare the
accuracy of several mechanisms M for releasing a private version of f(x) in terms of the Euclidean
distance kM(x) � f(x)k2. In particular, we test the analytical Gaussian mechanism with either
James-Stein denoising cf. Theorem 11 (aGM-JS) or optimal thresholding denoising cf. Theorem 12
(aGM-TH), as well as several baselines including: the classical Gaussian mechanism (cGM), the

3See https://github.com/BorjaBalle/analytic-gaussian-mechanism.
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Checkpoint 1: HS Divergence as
an equivalent definition of DP

• Obtain exactly optimal Gaussian mechanism.
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• M is (𝜀,𝛿)-DP if and only if

And if and only if

can construct D0 by adding or removing one data point from Z. M : D⇤ ! PO is a randomized
mechanism which returns an output o 2 O by sampling from distribution M(D). Sometimes for
convenience and clarity we define P,Q and p, q to be the distribution and density functions of M(D)

and M(D0
) respectively.

Differential privacy and its equivalent definitions. With these notations clarified, we can now
formally define differential privacy.

Definition 1 (Differential Privacy). A randomized algorithm M is (✏, �)-DP if for every pair of
neighboring datasets D,D0, and every possible output set S ✓ O the following inequality holds:

Pr[M(D) 2 S]  e✏Pr[M(D0 2 S)] + �.

We can alternatively interpret DP from the views of a divergence metric of two probability distribu-
tions, a hypothesis testing view of a binary-classifier, as well as the distribution of the log-odds ratio.
Let us first define these quantities formally.

Definition 2 (Hockey-stick divergence). For ↵ > 0, the Hockey-stick divergence is defined as
H↵(PkQ) := Eo⇠Q[(

dP
dQ(o)�↵)+], where (x)+ := x1(x � 0) and dP

dQ is the Radon-Nikodym-derivative
(or simply the density ratio when density exists for P and Q).

Definition 3 (Trade-off function). Let � be a classifier to distinguish two distributions P from Q
using a sample. ↵� be its Type I error (false positive rate) and �� be its Type II error (false negative
rate). The tradeoff function TP,Q(↵) : [0, 1] ! [0, 1] is defined to be TP,Q(↵) := inf�{�� | ↵�  ↵}.

Definition 4 (Privacy loss R.V.). The privacy loss random variable of for a pair of neighboring
dataset D,D0 under mechanism M is defined as LP,Q := log

M(D)(o)
M(D0)(o) where o ⇠ M(D); similarly,

we have LQ,P := log
M(D0)(o)
M(D)(o) where o ⇠ M(D0

).

These quantities can be used to equivalently define differential privacy [Wasserman and Zhou, 2010,
Barthe and Olmedo, 2013, Kairouz et al., 2015, Balle and Wang, 2018, Balle et al., 2018, Dong et al.,
2021].

Lemma 5. The following statements about a randomized algorithm M are equivalent to Definition 1

1. supD'D0 He✏(M(D)kM(D0
))  �.

2. supD'D0 TM(D),M(D0)(↵) � max{0, 1� � � e✏↵, e�✏
(1� � � ↵).

3. Pro⇠M(D)[LP,Q > ✏]� e✏ Pro⇠M(D0)[LQ,P < �✏]  � for all neighboring D,D0.

We highlight that in all these definitions, it is required for the bound to cover all pairs of neighboring
datasets D,D0.

Mechanism-specific analysis / Functional representation of DP guarantee. Each of these
equivalent interpretations could be used to provide more-fine-grained description of a differential
privacy mechanism M.

Definition 6 (Privacy profile [Balle et al., 2018] and f -DP [Dong et al., 2021]). The privacy profile
of a mechanism M is a function �M : R>0 ! [0, 1]defined as

�M(↵) := sup

D'D0
H↵(M(D)kM(D0

)).
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Adversary’s point of view: Hypothesis
testing interpretation of DP
• Suppose an attacker wants to make inference about
whether Alice is in the dataset
• Type I error (false positive rate): Probability of

predicting “Yes” when “Alice is not in the data”.
• Type II error (false negative rate): Probability of

predicting “No” when “Alice is in the data”

• Trade-off function (the performance of the optimal
classifier)
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Illustration of the Type I vs Type II
error and the tradeoff function
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(Figures taken from Wikipedia https://en.wikipedia.org/wiki/Type_I_and_type_II_errors )

https://en.wikipedia.org/wiki/Type_I_and_type_II_errors


“=>” Differential Privacy implies a
lower bound on the tradeoff
• From DP to tradeoff function

• Take S to be the event when classifier φ outputs D
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“<=” Tradeoff function also
implies DP
• Note that the above covers any classifier
• For each set S, define a classifier
• φ(o) = {Predict D’ if o is in S; and D otherwise}

• The tradeoff function definition implies that
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What is the optimal classifier?

• (Neyman-Pearson) The uniform most-powerful test
of two point hypotheses is the likelihood ratio test.
• It means that the optimal test is constructed by

thresholding the log-likelihood ratio.
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On the figure of Type II error vs
Type I error

25



Checkpoint 2: DP is characterized by
how it prevents attackers from
making accurate inference.

Theorem: M is (𝜀,𝛿)-DP if and only if

26

can construct D0 by adding or removing one data point from Z. M : D⇤ ! PO is a randomized
mechanism which returns an output o 2 O by sampling from distribution M(D). Sometimes for
convenience and clarity we define P,Q and p, q to be the distribution and density functions of M(D)

and M(D0
) respectively.

Differential privacy and its equivalent definitions. With these notations clarified, we can now
formally define differential privacy.

Definition 1 (Differential Privacy). A randomized algorithm M is (✏, �)-DP if for every pair of
neighboring datasets D,D0, and every possible output set S ✓ O the following inequality holds:

Pr[M(D) 2 S]  e✏Pr[M(D0 2 S)] + �.

We can alternatively interpret DP from the views of a divergence metric of two probability distribu-
tions, a hypothesis testing view of a binary-classifier, as well as the distribution of the log-odds ratio.
Let us first define these quantities formally.

Definition 2 (Hockey-stick divergence). For ↵ > 0, the Hockey-stick divergence is defined as
H↵(PkQ) := Eo⇠Q[(

dP
dQ(o)�↵)+], where (x)+ := x1(x � 0) and dP

dQ is the Radon-Nikodym-derivative
(or simply the density ratio when density exists for P and Q).

Definition 3 (Trade-off function). Let � be a classifier to distinguish two distributions P from Q
using a sample. ↵� be its Type I error (false positive rate) and �� be its Type II error (false negative
rate). The tradeoff function TP,Q(↵) : [0, 1] ! [0, 1] is defined to be TP,Q(↵) := inf�{�� | ↵�  ↵}.

Definition 4 (Privacy loss R.V.). The privacy loss random variable of for a pair of neighboring
dataset D,D0 under mechanism M is defined as LP,Q := log

M(D)(o)
M(D0)(o) where o ⇠ M(D); similarly,

we have LQ,P := log
M(D0)(o)
M(D)(o) where o ⇠ M(D0

).

These quantities can be used to equivalently define differential privacy [Wasserman and Zhou, 2010,
Barthe and Olmedo, 2013, Kairouz et al., 2015, Balle and Wang, 2018, Balle et al., 2018, Dong et al.,
2021].

Lemma 5. The following statements about a randomized algorithm M are equivalent to Definition 1

1. supD'D0 He✏(M(D)kM(D0
))  �.

2. supD'D0 TM(D),M(D0)(↵) � max{0, 1� � � e✏↵, e�✏
(1� � � ↵).

3. Pro⇠M(D)[LP,Q > ✏]� e✏ Pro⇠M(D0)[LQ,P < �✏]  � for all neighboring D,D0.

We highlight that in all these definitions, it is required for the bound to cover all pairs of neighboring
datasets D,D0.

Mechanism-specific analysis / Functional representation of DP guarantee. Each of these
equivalent interpretations could be used to provide more-fine-grained description of a differential
privacy mechanism M.

Definition 6 (Privacy profile [Balle et al., 2018] and f -DP [Dong et al., 2021]). The privacy profile
of a mechanism M is a function �M : R>0 ! [0, 1]defined as

�M(↵) := sup

D'D0
H↵(M(D)kM(D0

)).

5

How to compose over multiple rounds?



Remainder of the lecture

• Mechanism-specific analysis

• Mechanism-specific privacy accounting
• RDP-accountant
• f-DP accountant
• Fourier-accountant

27



What makes advanced
composition suboptimal?
• Murtagh and Vadhan: Computing optimal
composition of approximate-DP mechanisms is #P-
hard.

• It is more worst-case than needed.
• Example: composition of a sequence of Gaussian

Mechanisms
• We know the sequence of mechanisms we are using!

28



Mechanism specific analysis
describes mechanisms by a function
• Renyi DP as a function of order 𝛼

• Tradeoff function: Type II error as a function of
Type I error

• Privacy profile: HS-divergence bound as a function
of 𝛼

29



Example: Renyi DP of our familiar
mechanisms

30

• RR and Laplace
mechanism are
calibrated to satisfy
pure DP with 𝜀=1

• GM and RR are
calibrated to satisfy
zCDP with 𝜌 = 1/2



Example: The tradeoff function
for our familiar mechanisms
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Example: Privacy profile of our
familiar mechanisms
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A mechanism-specific tradeoff
function characterizes the the family
of all (𝜀,𝛿)-DP a mechanism satisfies!
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Ineq(�tradeo↵) = Ineq(�Blackwell). In stark contrast, this is not true for the order induced by other
popular privacy notions such as Rényi di↵erential privacy and (", �)-DP. We prove this claim in
Appendix B and further justify the informativeness of f -DP by providing general tools that can
losslessly convert f -DP guarantees into divergence based privacy guarantees.

2.4 A Primal-Dual Perspective

In this subsection, we show that f -DP is equivalent to an infinite collection of (", �)-DP guarantees
via the convex conjugate of the trade-o↵ function. As a consequence of this, we can view f -DP
as the primal privacy representation and, accordingly, its dual representation is the collection of
(", �)-DP guarantees. Taking this powerful viewpoint, many results from the large body of (", �)-DP
work can be carried over to f -DP in a seamless fashion. In particular, this primal-dual perspective
is crucial to our analysis of “privacy amplification by subsampling” in Section 4. All proofs are
deferred to Appendix A.

First, we present the result that converts a collection of (", �)-DP guarantees into an f -DP
guarantee.

Proposition 2.11 (Dual to Primal). Let I be an arbitrary index set such that each i 2 I is
associated with "i 2 [0, 1) and �i 2 [0, 1]. A mechanism is ("i, �i)-DP for all i 2 I if and only if it
is f -DP with

f = sup
i2I

f"i,�i .

This proposition follows easily from the equivalence of (", �)-DP and f",�-DP. We remark that
the function f constructed above remains a symmetric trade-o↵ function.

The more interesting direction is to convert f -DP into a collection of (", �)-DP guarantees.
Recall that the convex conjugate of a function g defined on (�1, 1) is defined as

g⇤(y) = sup
�1<x<1

yx � g(x). (8)

To define the conjugate of a trade-o↵ function f , we extend its domain by setting f(x) = 1 for
x < 0 and x > 1. With this adjustment, the supremum is e↵ectively taken over 0 6 x 6 1.

Proposition 2.12 (Primal to Dual). For a symmetric trade-o↵ function f , a mechanism is f -DP
if and only if it is

�
", �(")

�
-DP for all " > 0 with �(") = 1 + f⇤(�e").

For example, taking f = Gµ, the following corollary provides a lossless conversion from GDP
to a collection of (", �)-DP guarantees. This conversion is exact and, therefore, any other (", �)-DP
guarantee derived for the Gaussian mechanism is implied by this corollary. See Figure 4 for an
illustration of this result.

Corollary 2.13. A mechanism is µ-GDP if and only if it is
�
", �(")

�
-DP for all " > 0, where

�(") = �
⇣

� "

µ
+

µ

2

⌘
� e"�

⇣
� "

µ
� µ

2

⌘
.

This corollary has appeared earlier in [BW18]. Along this direction, [BBG18] further proposed
“privacy profile”, which in essence corresponds to an infinite collection of (", �). The notion of
privacy profile mainly serves as an analytical tool in [BBG18].

11



Composition of Mechanism
Specific Representations
• If we have functional representations 𝑓!, 𝑓", … , 𝑓# of
a mechanism M1, M2 ,…, Mk

• What is a functional representation of their
composition?
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Composition of Mechanism
Specific Representations
1. RDP function: Just add up!
• But… not tight

2. Tradeoff function:
• Somewhat complex.
• A central limit theorem exists

3. Privacy profile:
• Convolution of the distribution of PLRVs for each pair of

neighboring datasets
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Composition of Tradeoff functions

• The composed mechanism

where

• A central limit theorem
• Theorem 3.4 in Dong et al.

2019.

36

Theorem 3.2. Let Mi(·, y1, · · · , yi�1) be fi-DP for all y1 2 Y1, . . . , yi�1 2 Yi�1. Then the n-fold
composed mechanism M : X ! Y1 ⇥ · · · ⇥ Yn is f1 ⌦ · · · ⌦ fn-DP.

This theorem shows that the composition of mechanisms remains f -DP or, put di↵erently,
composition is closed in the f -DP framework. Moreover, the privacy bound f1 ⌦ · · · ⌦ fn in
Theorem 3.2 is tight in the sense that it cannot be improved in general. To see this point, consider
the case where the second mechanism completely ignores the output of the first mechanism. In
that case, the composition obeys

T
�
M(S), M(S0)

�
= T

�
M1(S) ⇥ M2(S), M1(S

0) ⇥ M2(S
0)
�

= T
�
M1(S), M1(S

0)
�

⌦ T
�
M2(S), M2(S

0)
�
.

Next, taking neighboring datasets such that T
�
M1(S), M1(S0)

�
= f1 and T

�
M2(S), M2(S0)

�
=

f2, one concludes that f1 ⌦ f2 is the tightest possible bound on the two-fold composition. For
comparison, the advanced composition theorem for (", �)-DP does not admit a single pair of optimal
parameters ", � [DRV10]. In particular, no pair of ", � can exactly capture the privacy of the
composition of (", �)-DP mechanisms. See Section 3.3 and Figure 5 for more elaboration.

In the case of GDP, composition enjoys a simple and convenient formulation due to the identity

Gµ1 ⌦ Gµ2 ⌦ · · · ⌦ Gµn = Gµ,

where µ =
p

µ2
1 + · · · + µ2

n. This formula is due to the rotational invariance of Gaussian distri-
butions with identity covariance. We provide the proof in Appendix D. The following corollary
formally summarizes this finding.

Corollary 3.3. The n-fold composition of µi-GDP mechanisms is
p

µ2
1 + · · · + µ2

n-GDP.

On a related note, the pioneering work [KOV17] is the first to take the hypothesis testing
viewpoint in the study of privacy composition and to use Blackwell’s theorem as an analytic tool
therein. In particular, the authors o↵ered a composition theorem for (", �)-DP that improves on
the advanced composition theorem [DRV10]. Following this work, [MV16] provided a self-contained
proof by essentially proving the “(", �) special case” of Blackwell’s theorem. In contrast, our novel
proof of Theorem 3.2 only makes use of the Neyman–Pearson lemma, thereby circumventing the
heavy machinery of Blackwell’s theorem. This simple proof better illuminates the essence of the
composition theorem.

3.2 Central Limit Theorems for Composition

In this subsection, we identify a central limit theorem type phenomenon of composition in the f -DP
framework. Our main results (Theorem 3.4 and Theorem 3.5), roughly speaking, show that trade-o↵
functions corresponding to small privacy leakage accumulate to Gµ for some µ under composition.
Equivalently, the privacy of the composition of many “very private” mechanisms is best measured
by GDP in the limit. This identifies GDP as the focal privacy definition among the family of f -DP
privacy guarantees, including (", �)-DP. More precisely, all privacy definitions that are based on a
hypothesis testing formulation of “indistinguishability” converge to the guarantees of GDP in the
limit of composition. We remark that [SMM18] proved a conceptually related central limit theorem
for random variables corresponding to the privacy loss. This theorem is used to reason about the
non-adaptive composition for (", �)-DP. In contrast, our central limit theorem is concerned with the
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Put di↵erently, M(S) can be interpreted as the trajectory of a Markov chain whose initial distri-
bution is given by M1(S) and the transition kernel Mi(S, · · · ) at each step.

Using the language above, the goal of this section is to relate the privacy loss of M to that of
the n mechanisms M1, . . . , Mn in the f -DP framework. In short, Section 3.1 develops a general
composition theorem for f -DP. In Sections 3.2, we identify a central limit theorem phenomenon of
composition in the f -DP framework, which can be used as an approximation tool, just like we use
the central limit theorem for random variables. This approximation is extended to and improved
for (", �)-DP in Section 3.3.

3.1 A General Composition Theorem

The main thrust of this subsection is to demonstrate that the composition of private mechanisms
is closed and tight13 in the f -DP framework. This result is formally stated in Theorem 3.2, which
shows that the composed mechanism remains f -DP with the trade-o↵ function taking the form of
a certain product. To define the product, consider two trade-o↵ functions f and g that are given
as f = T (P, Q) and g = T (P 0, Q0) for some probability distributions P, P 0, Q, Q0.

Definition 3.1. The tensor product of two trade-o↵ functions f = T (P, Q) and g = T (P 0, Q0) is
defined as

f ⌦ g := T (P ⇥ P 0, Q ⇥ Q0).

Throughout the paper, write f ⌦ g(↵) for (f ⌦ g)(↵), and denote by f⌦n the n-fold tensor
product of f . The well-definedness of f⌦n rests on the associativity of the tensor product, which
we will soon illustrate.

By definition, f ⌦ g is also a trade-o↵ function. Nevertheless, it remains to be shown that the
tensor product is well-defined: that is, the definition is independent of the choice of distributions
used to represent a trade-o↵ function. More precisely, assuming f = T (P, Q) = T (P̃, Q̃) for some
distributions P̃, Q̃, we need to ensure that

T (P ⇥ P 0, Q ⇥ Q0) = T (P̃ ⇥ P 0, Q̃ ⇥ Q0).

We defer the proof of this intuitive fact to Appendix C. Below we list some other useful properties14

of the tensor product of trade-o↵ functions, whose proofs are placed in Appendix D.

1. The product ⌦ is commutative and associative.

2. If g1 > g2, then f ⌦ g1 > f ⌦ g2.

3. f ⌦ Id = Id ⌦ f = f , where the identity trade-o↵ function Id(x) = 1 � x for 0 6 x 6 1.

4. (f ⌦ g)�1 = f�1 ⌦ g�1. See the definition of inverse in (4).

Note that Id is the trade-o↵ function of two identical distributions. Property 4 implies that when
f, g are symmetric trade-o↵ functions, their tensor product f ⌦ g is also symmetric.

Now we state the main theorem of this subsection. Its proof is given in Appendix C.

13
Section 2.5 shows that f -DP is “closed and tight” in a similar sense, in terms of the guarantees of group privacy.

14
These properties make the class of trade-o↵ functions a commutative monoid. Informally, a monoid is a group

without the inverse operator.

14



Composition of Privacy Profiles

• Somewhat tricky.
• In principle, one can take all neighboring pairs of

datasets, compose M1, …, Mk by adding up the PLRVs.

• Requires us to know the worst-pair of datasets to make
it efficient.

• Even then, how do we know the composition of worst-
case pair for each is a worst-cases pair for the
composition?
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Dominating pair distributions

• We say that P,Q is a dominating pair of Mechanism M if for
all 𝛼>0

• When equal sign holds for all 𝛼>0, then it is a tight
dominating pair.

38
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reason, it is unclear how to use PLD for deriving worst-
case DP bound under composition except in highly
specialized cases (e.g., Gaussian mechanisms and their
compositions).

Summary. To reiterate, RDP is lossy when converting
to (✏, �)-DP and the PLD formalism cannot be used
to handle the composition generically due to issues
regarding worst-case distributions. The remainder of
the paper will be dedicated to addressing this dilemma.

4 Main results

In this section, we develop a comprehensive solution
towards tighter and more flexible mechanism-specific
privacy accounting for (✏, �)-DP with a data-structure
that allows natural composition.

4.1 Dominating pair of distributions,
composition and subsampling

We first patch the PLD formalism by generalizing the
idea of worst-case pair (which may not exist) to a
dominating pair of distributions and prove a number
of useful properties.
Definition 7 (Dominating pair of distributions). We
say that (P,Q) is a dominating pair of distributions
for M (under neighboring relation ') if for all ↵ � 0

2

sup
D'D0

H↵(M(D)kM(D0
))  H↵(PkQ). (1)

When P,Q is chosen such that (1) takes “=” for all
↵, we say that (P,Q) is a tight dominating pair of
distributions or simply, tightly dominating. If in ad-
dition, there exists a neighboring (D̃, D̃0

) such that
(M(D̃),M(D̃0

)) is tightly dominating, and then we
say (D̃, D̃0

) is the worst-case pair of datasets for mech-
anism M.

Unless otherwise specified, all subsequent results we
present hold for any definitions of neighbors (including
asymmetric ones such as add-only and remove-only,
which will be useful later).

A dominating pair of distributions always exists: one
can trivially take P and Q that have disjoint supports.
What is somewhat surprising is the following
Proposition 8. Any mechanism has a tightly domi-
nating pair of distributions.

On the other hand, worst-case pair of datasets do not
always exist, as is shown by Example 16.

Proposition 8 is the direct consequence of the follow-
ing result which fully characterizes what hockey-stick
divergences and privacy profiles look like.

2
Note that ↵ � 1 corresponds to the typical range of

(✏, �)-DP, but the region for ↵ < 1 is important for compo-

sition and lossless conversions to other representations.

Lemma 9. For a given H : R>0 ! R, there exists
P,Q such that H(↵) = H↵(PkQ) if and only if H 2 H
where

H :=

⇢
H : R>0 ! R

����
H is convex, decreasing,
H(0) = 1 and H(x) > (1� x)+

�
.

Moreover, one can explicitly construct such P and
Q: P has CDF 1 + H⇤

(x � 1) in [0, 1) and Q =

Uniform([0, 1]).

The proof, presented in Appendix C, makes use of the
Fenchel duality of the privacy profile with respect to a
tradeoff function and a characterization of the tradeoff
function due to Dong et al. [2021, Proposition 2.2].

What makes the specific construction in Lemma 9
(hence Proposition 8) appealing is that even if the
output space is complex, the resulting dominating pair
of distributions are of univariate random variables de-
fined on [0, 1]. This resolves a limitation of Koskela
et al. [2020] that requires the mechanism to have either
univariate or discrete outputs.

So far, we have shown the existence of a tightly domi-
nating pairs for all mechanisms (Proposition 8), and
provided a recipe for constructing such a dominating
pair for any valid upper bounds of the privacy profile
(Lemma 9 and Corollary 26 in Appendix C). Next we
will provide two general primitives on how to construct
dominating pairs for more complex mechanisms created
by composition and privacy amplification by sampling.
Theorem 10 (Adaptive composition of dominating
pairs). If (P,Q) dominates M and (P 0, Q0

) dominates
M03, then (P ⇥ P 0, Q ⇥ Q0

) dominates the composed
mechanism (M,M0

).

By induction, this theorem implies that if we construct
the PLD using a dominating pair of distributions for
each individual mechanism, then the composed PLD
can be used to obtain a valid worst-case DP of the
composed mechanism.

Next we present how we can construct a dominating
pair of distributions (and datasets) for mechanisms
under “privacy-amplification by sampling”. This is a
powerful primitive that is used widely in differentially
private ERM [Bassily et al., 2014], Bayesian learning
[Wang et al., 2015] and deep learning [Abadi et al.,
2016]. We consider the following two schemes.

Poisson Sampling Denoted by S�

Poisson. S�

Poisson
takes a dataset of arbitrary size and return a dataset
by including each data point with probability 0  � 
1 i.i.d. at random.

3
M

0
can be adaptively chosen in that it could

depend on the output of M, which requires

supo2Range(M) H↵(M
0(D, o)kM0(D0

, o))  H↵(P
0
kQ

0)
for any value of o.

(Zhu, Dong and W. https://arxiv.org/abs/2106.08567 )

Theorem 1: tight dominating pair always exists.

Theorem 2: Dominating pairs compose adaptively.

Theorem 3: (P,Q) is dominating if and only if M satisfies f-
DP with f = T[P,Q].

https://arxiv.org/abs/2106.08567


Two satisfying consequences

• Advanced composition for (𝜀,𝛿)-DP
• One particular mechanism that attains the privacy-

profile / tradeoff function pointwise.

• Composition of Gaussian mechanism
• Simply adding the PLRV or individual GMs
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3 Proving Strong Composition
3.1 The Simulation Lemma: Reducing to Leaky Randomized Response
To get a handle on the privacy loss, we’ll actually show that once we �x two neighboring data sets, every
(Y, X)-DP algorithm’s behavior is captured by a very simple “leaky” variant of randomized response.

If - and . are random variables taking values in the same set (and with probabilities de�ned
for the same collection of events), we say - ⇡Y,X . if for every event ⇢: %- (⇢)  4Y%. (⇢) + X and
%. (⇢)  4Y%- (⇢) + X .

We would like to characterize this relation in simpler terms. As a starting point, let’s try to imagine
the simplest pair of random variables that satis�es the relationship. It seems like we need one type
of outcome to capture the X additive di�erence in probabilities, and another type that captures the 4Y
multiplicative change. Consider the following two special random variables,* and + , taking values in
the set {0, 1, “I am U”, “I am V”} with the probabilities

Outcome %* %+

0 4Y (1�X)
4Y+1

1�X
4Y+1

1 1�X
4Y+1

4Y (1�X)
4Y+1

“I am U" X 0
“I am V" 0 X

Lemma 3.1 (Simulation Lemma for (Y, X)-DP). For every pair of random variables- ,. such that- ⇡Y,X . ,
there exists a randomized map � such that � (* ) ⇠ - and � (+ ) ⇠ . .

Exercise 3.2. Prove the Simulation Lemma. We provide the following pictorial hint:
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Figure 2: The “proof" of Lemma 3.1

It is ok to assume that - and . take values in a discrete set.
To proceed, �rst handle the case where X = 0. You have to �nd, for each I, the probabilities that

� outputs I on inputs 0 and 1. Call these probabilities � (I |0) and � (I |1). What linear combinations
of these two variables should equal %- (I) and %. (I) respectively? Solve for � (I |0) and � (I |1). What
assumption allows you to be sure that the resulting numbers can be taken to be probabilities?

To handle the case where X > 0, start by proving that the probabilities of areas � and ⌫ are at most
X . Now proceed under the assumption that both of them have area exactly X . In that case, you can write
%- = X%� + (1 � X)% 0

G and %. = X%⌫ + (1 � X)% 0
~ , where %�, %⌫, % 0

G ,0=3%
0
~ are probability distributions

and % 0
G , %

0
~ satisfy % 0

G ⇡(Y,0) % 0
~ . You can generate %� and %⌫ from the inputs “I am* ” and “I am + ”, and

use what you learned in the case X = 0 to generate % 0
G and % 0

~ under appropriate distributions on 0 and 1.
Finally, extend this solution to handle the general case.

We can now proceed to the proof of Strong Composition (Theorem 1.1).
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Leaky Randomized Response
is a dominating pair for all
(𝜀,𝛿)-DP mechanisms.



Next lecture

• Tools for modern privacy accounting

• Start differentially private machine learning
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