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Recap: Lecture 11

• Exploration in Linear MDPs
• Finished the regret analysis
• Uniform convergence with a covering number argument

• Short introduction to offline RL
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What I did not cover about
exploration?
• Theoretical driven techniques
• We covered: Optimism / UCB / Exploration bonuses
• In the homework, you will see something else
• We did not see: Thompson sampling

• Exploration techniques used in Deep RL
• Curiosity (and other ways to add bonuses)
• Adding noise (to model parameters / values / actions)
• Random Network Distillation (user model-uncertainty)
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Recap: Online RL vs Offline RL

Exploration is often expensive,
unsafe, unethical or illegal in
practice, e.g., in self-driving
cars, or in medical applications.

Can we learn a policy from
already logged interaction
data?
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Recap: Offline Reinforcement 
Learning, aka. Batch RL
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Offline Trajectory 
data 𝐷

Collected by 
running 𝝻

Evaluate fixed Target 
Policy 𝝅

Task: design OPE 
methods

• Task 1: Offline Policy Evaluation. (OPE)

• Task 2: Offline Policy Learning. (OPL)

Offline Trajectory 
data 𝐷

Collected by 
running 𝝻

Find near optimal 
Policy $𝝅∗

Task: design OPO 
methods

Via 
Uniform 
OPE



Recap: Contextual bandits model

• Contexts: 
• drawn iid, possibly infinite domain

• Actions: 
• Taken by a randomized “Logging” policy  

• Reward:
• Revealed only for the action taken  

• Value:  
•

• We collect data by the above  processes.

x1, ..., xn ⇠ �

ri ⇠ D(r|xi, ai)

(xi, ai, ri)
n
i=1

vµ = Ex⇠�Ea⇠µ(·|x)ED[r|x, a]

ai ⇠ µ(a|xi)
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Recap: Two standard approaches

• Direct method / regression estimator

• Importance sampling / Inverse Propensity Score /
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v̂⇡IPS =
1

n

nX

i=1

⇡(ai|xi)

µ(ai|xi)
ri

v̂⇡DM =
1

n

nX

i=1

X

a2A
r̂(xi, a)⇡(a|xi)



This lecture

• Continue with the estimators for OPEs in Bandits
• Ideas to improve upon IS / DM
• Some statistical analysis / comparisons

• OPE estimators for RL
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Analyzing the performance of
importance sampling estimator
• Mean:

• Variance:
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Consider an even simpler setting:
Multi-armed bandits with K-arms
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v̂⇡IPS =
1

n

nX

i=1

⇡(ai|xi)

µ(ai|xi)
ri

v̂⇡DM =
1

n

nX

i=1

X

a2A
r̂(xi, a)⇡(a|xi)



Importance Sampling and Direct
Method are surprisingly similar in
some cases
• Consider just MAB:

• Importance sampling as a regression estimator

• Regression estimator as an importance sampling

• Which one is better?
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Comparing the MSE of DM and IS

• Mean Square Error and Bias-Variance
Decomposition

• Analyzing DM with plug-in estimator
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Weighted importance sampling

• Self-normalization
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Experiment 1: Facebook data
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Lihong Li, Rémi Munos, Csaba Szepesvári

0

0.5

1

1.5

2

2.5

3

3.5

4

4.5

1 10 100 1000 10000

n x�MSE

V1 V1+V2 IS WIS REG

Figure 3: nMSE for query “facebook” (K = 2178). The
asymptotic rates V1 and V1+V2 are provided for reference.

the page contains useful results, the user clicks on the page
more likely. For the purpose here, each query defines a
multi-armed bandit, where actions are the possible SERPs,
and the reward is 1 if the page is clicked on and 0 otherwise.

Over a long period of time, due to constant engineering ef-
forts to improve it, the search engine inevitably displays
diversified results — for the same query it may return dif-
ferent SERPs in different time. We first choose a few popu-
lar queries such as “facebook” and “gmail”. Then, for each
of them, we collect all SERPs that have been returned by
the search engine in a six-month period, together with their
frequencies (i.e., how many times they were returned) and
average click probabilities. To avoid unreliable click prob-
abilities, SERPs with low frequencies are removed.

For a fixed query, the data above can be used to build a
bandit model (the actions and each action’s Bernoulli re-
ward distribution). The sampling probability, ⇡D(a), is the
relative frequency of a in the data. Finally, the target pol-
icy ⇡ is one that chooses uniformly at random the 10 arms
with highest frequencies. The off-policy evaluation prob-
lem is to estimate the click rate of ⇡, using data collected
by ⇡D. The setup above is intended to mimic realistic sce-
narios where (good) target policies tend to choose similar
arms, and we are interested in estimating click rates from
search log, without running expensive online experiments.

Results for query “facebook” is given in Figure 3, where
nMSE of the three estimators are compared as sample
size increases. Similar to the synthetic experiments, IS is
asymptotically non-optimal. The nMSE of REG is relative
large with intermediate sample size, but decreases very fast
to the asymptotic minimax optimum as n grows. The ac-
curacy of WIS is particularly strong in this case, enjoying
a very small nMSE with small sample size and is compet-
itive with REG in the limit. However, for another popular
query, “gmail”, as shown in Figure 4, nMSE of WIS fails to
converge to the asymptotic minimax optimum. Therefore,
despite the popularity of WIS in empirical studies, it is not
necessarily the most accurate estimator.

Results for the other popular queries we tried are quali-
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Figure 4: nMSE for query “gmail” (K = 648). The asymp-
totic rates V1 and V1 + V2 are provided for reference.

tatively similar to one of the two shown here. They sug-
gest our theoretical findings do provide useful insights and
predictions for both finite-time and asymptotic accuracy of
these popular estimators in real-world applications.

Finally, it is worth mentioning that we also ran prelimi-
nary experiments with an estimator that simply combines
IS/WIS and REG using bvReg + bvWIS

P
a:n(a)=0 ⇡(a) (or

replace bvWIS with bvIS) to obtain the best of both worlds.
The results were encouraging but due to space limitation
they are not reported here. It also remains for future work
to study the theoretical properties of such estimators.

3 Extensions

In this section, we consider extensions of our previous re-
sults to contextual bandits and Markovian Decision Pro-
cesses, while implications to semi-supervised learning are
discussed in the supplementary material.

3.1 Contextual Bandits

The problem setup is as follows: In addition to the finite
action set A = {1, 2, . . . ,K}, we are also given a con-
text set X = {1, 2, . . . ,M}. A policy now is a map ⇡ :
X ! [0, 1]A such that for any x 2 X , ⇡(x) is a probability
distribution over the action space A. For notational conve-
nience, we will use ⇡(a|x) instead of ⇡(x)(a). The set of
policies over X and A will be denoted by ⇧(X ,A). The
process generating the data Dn = {(Xi, Ai, Ri)}1in is
described by the following: (Xi, Ai, Ri) are independent
copies of (X,A,R), where X ⇠ µ(·), A ⇠ ⇡D(·|X) and
R ⇠ �(·|A,X) for some unknown family of distributions
{�(·|a, x)}a2A,x2X and known policy ⇡D 2 ⇧(X ,A) and
context distribution µ. For simplicity, we fix Rmax = 1.

We are also given a known target policy ⇡ 2
⇧(X ,A) and want to estimate its value, v⇡,µ� :=
EX⇠µ,A⇠⇡(·|X),R⇠�(·|A,X)[R] based on the knowledge of
Dn, ⇡D, µ and ⇡, where the quality of an estimate bv
constructed based on Dn (and ⇡,⇡D, µ) is measured by

614

(Li, Munos, Szepesvari, 2015) Toward Minimax Offline Policy Evaluation



Experiment 2: Gmail data
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Lihong Li, Rémi Munos, Csaba Szepesvári
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Figure 3: nMSE for query “facebook” (K = 2178). The
asymptotic rates V1 and V1+V2 are provided for reference.

the page contains useful results, the user clicks on the page
more likely. For the purpose here, each query defines a
multi-armed bandit, where actions are the possible SERPs,
and the reward is 1 if the page is clicked on and 0 otherwise.

Over a long period of time, due to constant engineering ef-
forts to improve it, the search engine inevitably displays
diversified results — for the same query it may return dif-
ferent SERPs in different time. We first choose a few popu-
lar queries such as “facebook” and “gmail”. Then, for each
of them, we collect all SERPs that have been returned by
the search engine in a six-month period, together with their
frequencies (i.e., how many times they were returned) and
average click probabilities. To avoid unreliable click prob-
abilities, SERPs with low frequencies are removed.

For a fixed query, the data above can be used to build a
bandit model (the actions and each action’s Bernoulli re-
ward distribution). The sampling probability, ⇡D(a), is the
relative frequency of a in the data. Finally, the target pol-
icy ⇡ is one that chooses uniformly at random the 10 arms
with highest frequencies. The off-policy evaluation prob-
lem is to estimate the click rate of ⇡, using data collected
by ⇡D. The setup above is intended to mimic realistic sce-
narios where (good) target policies tend to choose similar
arms, and we are interested in estimating click rates from
search log, without running expensive online experiments.

Results for query “facebook” is given in Figure 3, where
nMSE of the three estimators are compared as sample
size increases. Similar to the synthetic experiments, IS is
asymptotically non-optimal. The nMSE of REG is relative
large with intermediate sample size, but decreases very fast
to the asymptotic minimax optimum as n grows. The ac-
curacy of WIS is particularly strong in this case, enjoying
a very small nMSE with small sample size and is compet-
itive with REG in the limit. However, for another popular
query, “gmail”, as shown in Figure 4, nMSE of WIS fails to
converge to the asymptotic minimax optimum. Therefore,
despite the popularity of WIS in empirical studies, it is not
necessarily the most accurate estimator.

Results for the other popular queries we tried are quali-
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Figure 4: nMSE for query “gmail” (K = 648). The asymp-
totic rates V1 and V1 + V2 are provided for reference.

tatively similar to one of the two shown here. They sug-
gest our theoretical findings do provide useful insights and
predictions for both finite-time and asymptotic accuracy of
these popular estimators in real-world applications.

Finally, it is worth mentioning that we also ran prelimi-
nary experiments with an estimator that simply combines
IS/WIS and REG using bvReg + bvWIS

P
a:n(a)=0 ⇡(a) (or

replace bvWIS with bvIS) to obtain the best of both worlds.
The results were encouraging but due to space limitation
they are not reported here. It also remains for future work
to study the theoretical properties of such estimators.

3 Extensions

In this section, we consider extensions of our previous re-
sults to contextual bandits and Markovian Decision Pro-
cesses, while implications to semi-supervised learning are
discussed in the supplementary material.

3.1 Contextual Bandits

The problem setup is as follows: In addition to the finite
action set A = {1, 2, . . . ,K}, we are also given a con-
text set X = {1, 2, . . . ,M}. A policy now is a map ⇡ :
X ! [0, 1]A such that for any x 2 X , ⇡(x) is a probability
distribution over the action space A. For notational conve-
nience, we will use ⇡(a|x) instead of ⇡(x)(a). The set of
policies over X and A will be denoted by ⇧(X ,A). The
process generating the data Dn = {(Xi, Ai, Ri)}1in is
described by the following: (Xi, Ai, Ri) are independent
copies of (X,A,R), where X ⇠ µ(·), A ⇠ ⇡D(·|X) and
R ⇠ �(·|A,X) for some unknown family of distributions
{�(·|a, x)}a2A,x2X and known policy ⇡D 2 ⇧(X ,A) and
context distribution µ. For simplicity, we fix Rmax = 1.

We are also given a known target policy ⇡ 2
⇧(X ,A) and want to estimate its value, v⇡,µ� :=
EX⇠µ,A⇠⇡(·|X),R⇠�(·|A,X)[R] based on the knowledge of
Dn, ⇡D, µ and ⇡, where the quality of an estimate bv
constructed based on Dn (and ⇡,⇡D, µ) is measured by
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(Li, Munos, Szepesvari, 2015) Toward Minimax Offline Policy Evaluation



Doubly robust estimator for OPE

• We are using the regression estimator as a baseline.

16(Dudík et al., 2014)



Theory of doubly robust estimator

• Double robustness in model-misspecification

• Variance reduction (sometimes)

17
(Robins and Rotnitzky, 1995; Bang and Robins,2005)



• Our main theorem: assume λ is a probability 
density, then under mild moment conditions

⌦


1

n

�
Eµ[⇢

2�2] + Eµ[⇢
2R2

max]
��

Randomness
in reward

Lower bounding the minimax risk

Corollary 1. Under conditions of Theorem 1, for sufficiently small �0 and large enough n:

inf
v̂

sup
D(r|a,x)2R(�2,Rmax)

E(v̂ � v⇡)2 = ⇥


1

n

�
Eµ[⇢

2�2] + Eµ[⇢
2R2

max]
��

.

Comparison with the multi-armed bandit setting of Li et al. [2015] The most closely related prior
result was due to Li et al. [2015], who showed matching upper and lower bounds on the minimax risk for
multi-armed bandits. The somewhat surprising conclusion of their work was the sub-optimality of IPS, which
might appear at odds with our conclusion regarding IPS above. However, this difference actually highlights
the additional challenges in contextual bandits beyond multi-armed bandits. This is best illustrated in a
noiseless setting, where � = 0 in the rewards. This makes the multi-armed bandit problem trivial, we can
just measure the reward of each arm with one pull and find out the optimal choice. However, there is still
a non-trivial lower bound of ⌦(Eµ[⇢2R2

max]/n) in the contextual bandit setting, which is exactly the upper
bound on the MSE of IPS when the rewards have no noise.

This difference crucially relies on �0 being suitably small relative to the sample size n. When the number
of contexts is small, independent estimation for each context can be done in a noiseless setting as observed
by Li et al. [2015]. However, once the context distribution is rich enough, then even with noiseless rewards,
there is significant variance in the value estimates based on which contexts were observed. This distinction is
further highlighted in the proof of Theorem 1, and is obtained by combining two separate lower bounds. The
first lower bound considers the case of noisy rewards, and is a relatively straightforward generalization of the
proof of Li et al. [2015]. The second lower bound focuses on noiseless rewards, and shows how the variance
in a rich context distribution allows the environment to essentially simulate noisy rewards, even when the
reward signal itself is noiseless.

4 Incorporating model-based approaches in policy evaluation

Amongst our twin goals of optimal and adaptive estimators, the discussion so far has centered around the
optimality of the IPS estimators in a minimax sense. However, real datasets seldom display worst-case
behavior, and in this section we discuss approaches to leverage additional structure in the data, when such
knowledge is available. We begin with the necessary setup, before introducing our new estimator and its
properties. Throughout this section, we drop the superscript ⇡ from value estimators, as the evaluation policy
⇡ is fixed throughout this discussion.

4.1 The need for model-based approaches

As we have seen in the last section, the model-free approach has a information-theoretic limit that depends
quadratically on Rmax, � and importance weight ⇢. This is good news in that it implies the existence of
an optimal estimator–IPS. However, it also substantially limits what policies can be evaluated, due to the
quadratic dependence on ⇢. If µ(a | x) is small for some actions, as is typical when number of actions is
large or in real systems with a cost for exploration, the policies ⇡ which can be reliably evaluated cannot
put much mass on such actions either without resulting in unreliable value estimates. The key reason for
this limitation is that the setup so far allows completely arbitrary reward models—E[r | x, a] can change
arbitrarily across different actions and contexts. Real data sets are seldom so pathological, and often we
have substantial intuition about contexts and actions which obtain similar rewards, based on the specific
application. It is natural to ask how can we leverage such prior information, and develop better estimators
that improve upon the minimax risk in such favorable scenarios.

6

Randomness due to
context distribution

=

W., Agarwal, Dudik (2017) Optimal and adaptive off-policy evaluation in contextual
bandits. ICML’17 18



Classical optimality theory (Hahn, 1998)

• n* Var[any LAN estimator] is greater than:

• The minimax lower bound is bigger!

Take supremum

19



How could that be? There are estimators
that achieve asymptotic efficiency.

• e.g., Robins, Hahn, Hirano, Imbens, and many others in
the semiparametric efficiency industry!

Assumption:
Realizable assumption:
E[r|x,a] is differentiable in x for
each a.

No assumption on E[r|x,a]
except boundedness.

Consequences

Hirano et. al. is optimal.
Imbens et. al. is optimal.

IPS is suboptimal!

IPS is optimal
(up to a universal

constant)

Caveat
Poor finite sample performance.
Exponential dependence in d.

Does NOT adapt to easier
problems.

20



v̂⇡IPS =
1

n

nX

i=1

⇡(ai|xi)

µ(ai|xi)
ri

For each , for each action :

if :
Use IPS (or DR).

else:
Use regression estimator. 

SWITCH estimator

• Recall that IPS is bad because:

• SWITCH estimator:

i = 1, ..., n a 2 A

⇡(a|xi)/µ(a|xi)  ⌧
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Error bounds for SWITCH

1) Variance from IPS (reduced 
by truncation)

2) Variance due to sampling x.
Required even with perfect 
oracle

1) Bias from the oracle.

puts the DR estimator at one extreme end of the bias-variance tradeoff. Prior works have considered ideas
such as truncating the rewards, or importance weights when the importance weights get large (see e.g. Bottou
et al. [2013] for a detailed discussion), which can often reduce the variance drastically at the cost of a little
bias. We take the intuition a step further, and propose to estimate the rewards for actions differently, based
on whether they have a large or a small importance weight given a context. When importance weights are
small, we continue to use our favorite unbiased estimators, but switch to using the (potentially biased) reward
model on the actions with large importance weights. Here small and large are defined via some threshold

parameter ⌧ . Varying this parameter between 0 and 1 leads to a family of estimators which we call the
SWITCH estimators as they switch between a model-free and model-based approach.

We now formalize this intuition, and begin by decomposing the value of ⇡ according to importance
weights:

v⇡ = E⇡[r] = E⇡[r1(⇢  ⌧)] + E⇡[r1(⇢ > ⌧)]

= Eµ[⇢r1(⇢  ⌧)] + Ex⇠�

hX

a2A
ED[r|x, a]⇡(a|x)1(⇢(x, a) > ⌧)

i
.

Conceptually, we split our problem into two. The first problem always has small importance weights, so we
can use unbiased estimators such as IPS or DR as before. The second problem, where importance weights are
large, is essentially addressed by DM. Writing this out leads to the following estimator:

v̂SWITCH =
1

n

nX

i=1

[ri⇢i1(⇢i  ⌧)] +
1

n

nX

i=1

X

a2A
r̂(xi, a)⇡(a|xi)1(⇢(xi, a) > ⌧). (9)

Note that the above estimator specifically uses IPS on the first part of the problem. We will mention an
alternative using the DR estimator for the first part at the end of this section. We first present a bound on the
MSE of the SWITCH estimator using IPS, for a given choice of the threshold ⌧ .

Theorem 2. Let ✏(a, x) := r̂(a, x)� E[r|a, x] be the bias of r̂ and assume r̂(x, a) 2 [0, Rmax(x, a)] almost

surely. Then for every n = 1, 2, 3, . . . , and for the ⌧ > 0 used in Equation 9, we have

MSE(v̂SWITCH) 
2

n

n
Eµ

⇥�
�2 +R2

max

�
⇢21(⇢  ⌧)

⇤
+Eµ

⇥
⇢R2

max1(⇢ > ⌧)
⇤
+Eµ

⇥
⇢✏

�� ⇢ > ⌧
⇤2
⇡(⇢ > ⌧)2

o
,

where quantities Rmax, �, ⇢, and ✏ are functions of the random variables x and a, and we recall the use of ⇡
and µ as joint distributions over (x, a, r) tuples.

Remark 1. The proposed estimator is an interpolation of the DM and IPS estimators. By taking ⌧ =, we
get SWITCH coincides with DM while ⌧ ! 1 yields IPS. Several estimators related to SWITCH have been
studied in the literature, and we discuss a couple of them here.

• A special case of SWITCH uses r̂ ⌘ 0, meaning that all the actions with large importance weights are
essentially eliminated from consideration. This approach, with a specific choice of ⌧ was described
in Bottou et al. [2013] and will be evaluated in the experiments under the name Trimmed IPS.

• Thomas and Brunskill [2016] study a similar estimator in the more general context of reinforcement
learning. Their approach can be seen as using a number of candidate threshold ⌧ ’s and then evaluating
the policy as a weighted sum of the estimates corresponding to each ⌧ . They address the questions of
picking these thresholds and the weights in a specific manner for their estimator called MAGIC, and
we discuss these aspects in more detail in the following subsection.
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2

n
Eµ[(�

2 +R2
max)⇢

21(⇢  ⌧)]

2

n
E⇡[R

2
max1(⇢ > ⌧)]+

(1)

(2)

(3)

+
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Automatic parameter tuning  

• Conservative approximate MSE minimizing.

• Details:

Remark 2. The MSE bound in Theorem 2 is easily interpreted. The first term is the MSE of IPS on the region
where it is used, while the second and third terms capture the variance and squared bias of DM on its region
respective. Consequently, our matches the result for IPS when ⌧ ! 1, meaning that the SWITCH estimators
are also minimax optimal when ⌧ is appropriately chosen. At the other extreme, we can consider the case
of ⌧ = 0 and a perfect reward predictor so that ✏ ⌘ 0. In this case, the MSE bound matches that of DM in
Equation 6. More generally, the estimators are robust to heavy-tails in the distribution of importance weights,
unlike both IPS and DR estimators.

Remark 3. The policy value in the region where the importance weights are small can be estimated using any
unbiased approach rather than just IPS. For instance, we can use the DR, giving rise to the estimator, which
we denote SWITCH-DR. For any reward estimator r̂0 to construct the DR estimator, we get

v̂SWITCH-DR =
1

n

nX

i=1

"
(ri � r̂0i)⇢i1(⇢i  ⌧) +

X

a2A
r̂0(xi, a)⇡(a|xi)1(⇢(xi, a)  ⌧)

#

+
1

n

nX

i=1

X

a2A
r̂(xi, a)⇡(a|xi)1(⇢(xi, a) > ⌧).

(10)

Note that r̂ and r̂0 need not be the same direct estimators. When they are indeed the same, v̂SWITCH-DR can be
rewritten as essentially a modified doubly robust estimator where all the importance weights above ⌧ are
clipped to zero, so that the importance weighted part of DR makes no contribution.

The analysis in Theorem 2 still applies, replacing the variance of IPS with that of DR from Dudík et al.
[2014]. Since no independence was required in our analysis between the IPS and the DM parts of the estimator,
the result is also robust to the use of a common data-dependent estimator r̂ = r̂0 in SWITCH-DR (10).

4.3 Automatic parameter tuning

So far we have discussed the properties of the SWITCH estimators, assuming that the parameter ⌧ is chosen
well. On the other hand, the estimator can be as bad as DM in the worst-case if ⌧ is poorly chosen, as
evidenced by the bias term in Theorem 2. For the estimators to be useful in practice, it becomes essential to
have a procedure to select a good value of ⌧ . A natural criterion for selecting ⌧ would be to pick one that
minimizes the MSE of the resulting estimator. Since we do not know the precise MSE (as v⇡ is unknown), an
alternative is to minimize a data-dependent estimate for it. Recalling that the MSE can be written as the sum
of variance and squared bias, we estimate and bound the terms individually.

We can estimate the variance of the SWITCH estimator in a straightforward manner from the data. Let
Yi(⌧) denote the estimated value that ⇡ obtains on the data point xi according to the SWITCH estimator with
the threshold ⌧ , that is

Yi(⌧) := ri⇢i1(⇢i  ⌧) +
X

a2A
r̂(xi, a)⇡(a|xi)1(⇢(xi, a) > ⌧) and Ȳ (⌧) =

1

n

nX

i=1

Yi(⌧),

Since the xi are i.i.d., the variance of v̂SWITCH can be simply estimated as

Var(v̂SWITCH�⌧ ) =
1

n
Var(v̂SWITCH�⌧ (x1)) ⇡

1

n2

nX

i=1

(Yi(⌧)� Ȳ (⌧))2 =: dVar⌧ , (11)

where the approximation above is clearly consistent since the random variables Yi are appropriately bounded
as long as the rewards are bounded, with the importance weights capped at the threshold ⌧ . Note that we
have explicitly denoted the dependence on ⌧ in the SWITCH estimator above.
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Remark 2. The MSE bound in Theorem 2 is easily interpreted. The first term is the MSE of IPS on the region
where it is used, while the second and third terms capture the variance and squared bias of DM on its region
respective. Consequently, our matches the result for IPS when ⌧ ! 1, meaning that the SWITCH estimators
are also minimax optimal when ⌧ is appropriately chosen. At the other extreme, we can consider the case
of ⌧ = 0 and a perfect reward predictor so that ✏ ⌘ 0. In this case, the MSE bound matches that of DM in
Equation 6. More generally, the estimators are robust to heavy-tails in the distribution of importance weights,
unlike both IPS and DR estimators.

Remark 3. The policy value in the region where the importance weights are small can be estimated using any
unbiased approach rather than just IPS. For instance, we can use the DR, giving rise to the estimator, which
we denote SWITCH-DR. For any reward estimator r̂0 to construct the DR estimator, we get

v̂SWITCH-DR =
1
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nX

i=1
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X

a2A
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#

+
1

n
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i=1

X

a2A
r̂(xi, a)⇡(a|xi)1(⇢(xi, a) > ⌧).

(10)

Note that r̂ and r̂0 need not be the same direct estimators. When they are indeed the same, v̂SWITCH-DR can be
rewritten as essentially a modified doubly robust estimator where all the importance weights above ⌧ are
clipped to zero, so that the importance weighted part of DR makes no contribution.

The analysis in Theorem 2 still applies, replacing the variance of IPS with that of DR from Dudík et al.
[2014]. Since no independence was required in our analysis between the IPS and the DM parts of the estimator,
the result is also robust to the use of a common data-dependent estimator r̂ = r̂0 in SWITCH-DR (10).

4.3 Automatic parameter tuning

So far we have discussed the properties of the SWITCH estimators, assuming that the parameter ⌧ is chosen
well. On the other hand, the estimator can be as bad as DM in the worst-case if ⌧ is poorly chosen, as
evidenced by the bias term in Theorem 2. For the estimators to be useful in practice, it becomes essential to
have a procedure to select a good value of ⌧ . A natural criterion for selecting ⌧ would be to pick one that
minimizes the MSE of the resulting estimator. Since we do not know the precise MSE (as v⇡ is unknown), an
alternative is to minimize a data-dependent estimate for it. Recalling that the MSE can be written as the sum
of variance and squared bias, we estimate and bound the terms individually.

We can estimate the variance of the SWITCH estimator in a straightforward manner from the data. Let
Yi(⌧) denote the estimated value that ⇡ obtains on the data point xi according to the SWITCH estimator with
the threshold ⌧ , that is

Yi(⌧) := ri⇢i1(⇢i  ⌧) +
X

a2A
r̂(xi, a)⇡(a|xi)1(⇢(xi, a) > ⌧) and Ȳ (⌧) =

1

n

nX

i=1

Yi(⌧),

Since the xi are i.i.d., the variance of v̂SWITCH can be simply estimated as

Var(v̂SWITCH�⌧ ) =
1

n
Var(v̂SWITCH�⌧ (x1)) ⇡

1

n2

nX

i=1

(Yi(⌧)� Ȳ (⌧))2 =: dVar⌧ , (11)

where the approximation above is clearly consistent since the random variables Yi are appropriately bounded
as long as the rewards are bounded, with the importance weights capped at the threshold ⌧ . Note that we
have explicitly denoted the dependence on ⌧ in the SWITCH estimator above.
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Next we turn to the bias term. For understanding bias, we look at the MSE bound in Theorem 2, and
observe that the last term in that theorem is precisely an upper bound on the bias. Rather than using a direct
bias estimate, which would require knowledge of the error in r̂, we will upper bound this term. For now,
let us assume that the function Rmax(x, a) is known. In many practical applications, this is not a limiting
assumption at all, where an apriori bound on the rewards is known ahead of time anyways. Then we can
upper bound the bias term as

Bias2(v̂SWITCH)  Eµ[⇢✏
2
|⇢ > ⌧ ]⇡(⇢ > ⌧)2  Eµ[⇢R

2
max|⇢ > ⌧ ]⇡(⇢ > ⌧)2

⇡

"
1

n

nX

i=1

E⇡
�
R2

max|⇢ > ⌧, xi
�
# "

1

n

nX

i=1

⇡(⇢ > ⌧ |xi)

#2

=: dBias
2
⌧ . (12)

Note that this estimate of the squared bias is not as straightforward as the one for variance, since we
independently use sample-based unbiased approximations of the expectation of Rmax and the probability of
large importance weights, and then multiply them. However, standard arguments can be used to show that
the resulting estimates are still consistent under mild conditions. As a special case, if Rmax ⌘ R, where
the uniform upper bound R is known, then the first average simplifies to R making the bias estimate rather
straightforward.

With these estimates, we pick the value of ⌧ that minimizes

b⌧ = argmin
⌧

dVar⌧ + dBias
2
⌧ . (13)

Notice that the upper bound on the bias is rather conservative in that it upper bounds the error of DM at the
largest possible value for every data point. This has the effect of favoring the use of the unbiased part in
SWITCH whenever possible, unless the variance would overwhelm even an arbitrarily biased DM. While this
might appear overly conservative, this does imply the minimax optimality of the SWITCH estimator using
b⌧ almost immediately: the incurred bias is no more than our upper bound, and we incur it only when the
minimax optimal IPS estimator would be suffering an even larger variance.

Finally, we should mention that this development is quite related to the MAGIC estimator of Thomas
and Brunskill [2016], which was discussed following Theorem 2. The key differences are that we pick
only one threshold ⌧ , while they compute the estimates with many different ⌧ ’s. Rather than picking just
one of these estimates, they further learn a more general weighting over the estimates. In that sense, our
estimator can be seen as a special case which puts the entire weight on one choice. Like us, they also pick
this weighting function by optimizing a bias variance tradeoff. However, we use very different estimates for
bias and variance than their estimator. In the experiments, we did evaluate their approach for picking the
threshold ⌧ and found that the choice b⌧ in Equation 13 generally works better.

5 Experiments

In this section, we conduct an experimental evaluation of the proposed SWITCH estimators. We will be
using the same 10 UCI data sets that was used previously by Dudík et al. [2011] and convert the multi-class
classification problem to contextual bandits by

1. making it a sequential learning task, where the learner receives one example at a time, and guesses its
label using policy µ.

2. providing a reward of 1 (and hence revealing the correct label) only if the guess is correct; otherwise
providing a 0-reward. Note that this means Rmax ⌘ 1 is a valid bound.
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CDF of relative MSE over 10 UCI 
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With additional label noise
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Checkpoint: OPE for Contextual
Bandits
• Estimators: DM, IS, WIS, DR, SWITCH

• Bias-Variance Tradeoff

• Optimality theory
• Depends on whether you have access to a good

regression estimator
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OPE in Reinforcement Learning
• Importance sampling on the entire trajectory

• (Per-Step) Importance Sampling

• Exercise:
• Infinite horizon discounted version?
• Weighted Importance Sampling Extension?
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using the observed data and the known action probabilities. Different from previous studies, we focus
on the case where S is sufficiently small but S2A is too large for a reasonable sample size. In other
words, this is a setting where we do not have enough data points to estimate the state-action-state
transition dynamics, but we do observe the states and can estimate the distribution of the states
after the change of policies, which is our main strategy.

Assumptions: We list the technical assumptions we need and provide necessary justification.

A1. 9Rmax,� < +1 such that 0  E[rt|st, at, st+1]  Rmax,Var[rt|st, at, st+1]  �2 for all t, st, at.

A2. Behavior policy µ obeys that dm := mint,st d
µ

t
(st) > 0 8t, st such that d⇡t (st) > 0.

A3. Bounded weights: ⌧s := maxt,st
d
⇡
t (st)

d
µ
t (st)

< +1 and ⌧a := maxt,st,at
⇡(at|st)
µ(at|st) < +1.

Assumption A1 is assumed without loss of generality. The � bound is required even for on-policy
evaluation and the assumption on the non-negativity and Rmax can always be obtained by shifting
and rescaling the problem. Assumption A2 is necessary for any consistent off-policy evaluation
estimator. Assumption A3 is also necessary for discrete state and actions, as otherwise the second
moments of the importance weight would be unbounded. For continuous actions, ⌧a < +1 is
stronger than we need and should be considered a simplifying assumption for the clarity of our
presentation. Finally, we comment that the dependence in the parameter dm, ⌧s, ⌧a do not occur in
the leading O(1/n) term of our MSE bound, but only in simplified results after relaxation.

3 Marginalized Importance Sampling Estimators for OPE

In this section, we present the design of marginalized IS estimators for OPE. For small action spaces,
we may directly build models by the estimated transition function Tt(st|st�1, at�1) and the reward
function rt(st, at, st+1) from empirical data. However, the models may be inaccurate in large action
spaces, where not all actions are frequently visited. Function approximation in the models may cause
additional biases from covariate shifts due to the change of policies. Standard importance sampling
estimators (including the doubly robust versions)[Dudík et al., 2011; Jiang and Li, 2016] avoid the
need to estimate the model’s dynamics but rather directly approximating the expected reward:

bv⇡IS =
1

n

nX

i=1

HX

h=1

"
hY

t=1

⇡(a(i)
t
|s(i)

t
)

µ(a(i)
t
|s(i)

t
)

#
r(i)
h
.

To adjust for the differences in the policy, importance weights are used and it can be shown that
this is an unbiased estimator of v⇡ (See more detailed discussion of IS and the doubly robust version
in Appendix C). The main issue of this approach, when applying to the episodic MDP with large
action space is that the variance of the importance weights grows exponentially in H [Liu et al.,
2018a], which makes the sample complexity exponentially worse than the model-based approaches,
when they are applicable. We address this problem by proposing an alternative way of estimating
the importance weights which achieves the same sample complexity as the model-based approaches
while allowing us to achieve the same flexibility and interpretability as the IS estimator that does not
explicitly require estimating the state-action dynamics Tt. We propose the Marginalized Importance
Sampling estimator:

bv⇡MIS =
1

n

nX

i=1

HX

t=1

bd⇡t (s
(i)
t
)

bdµ
t
(s(i)

t
)
br⇡t (s

(i)
t
). (3.1)
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Doubly Robust Off-policy Value Evaluation for Reinforcement Learning

sion estimators have provably low variances and negligible
biases (Mannor et al., 2007), and often outperform alterna-
tives in practice (Paduraru, 2013).

However, real-world problems usually have a large or even
infinite state space, and many state-action pairs will not
be observed even once in the data, rendering the necessity
of generalization in model fitting. To generalize, one can
either apply function approximation to fitting cM (Jong &
Stone, 2007; Grünewälder et al., 2012), or to fitting the
value function directly (Bertsekas & Tsitsiklis, 1996; Sutton
& Barto, 1998; Dann et al., 2014). While the use of function
approximation makes the problem tractable, it can introduce
bias to the estimated value when the MDP parameters or the
value function cannot be represented in the corresponding
function class. Such a bias is in general hard to quantify
from data, thus breaks the credibility of estimations given
by regression based approaches (Farahmand & Szepesvári,
2011; Marivate, 2015; Jiang et al., 2015).

3.2.2. IMPORTANCE SAMPLING ESTIMATORS

The IS estimator provides an unbiased estimate of ⇡1’s
value by averaging the following function of each trajec-
tory (s1, a1, r1, . . . , sH+1) in the data: define the per-step
importance ratio as ⇢t := ⇡1(at|st)/⇡0(at|st), and the
cumulative importance ratio ⇢1:t :=

Qt
t0=1 ⇢t0 ; the basic

(trajectory-wise) IS estimator, and an improved step-wise
version are given as follows:

VIS := ⇢1:H ·
�PH

t=1 �
t�1rt

�
, (4)

Vstep-IS :=
PH

t=1 �
t�1⇢1:t rt. (5)

Given a dataset D, the IS estimator is simply the average
estimate over the trajectories, namely 1

|D|
P

i=1 V
(i)

IS , where

|D| is the number of trajectories in D and V (i)
IS is IS applied

to the i-th trajectory. (This averaging step will be omitted for
the other estimators in the rest of this paper, and we will only
specify the estimate for a single trajectory). Typically, IS
(even the step-wise version) suffers from very high variance,
which easily grows exponentially in horizon.

A variant of IS, weighted importance sampling (WIS), is a
biased but consistent estimator, given as follows together
with its step-wise version: define wt =

P|D|
i=1 ⇢

(i)
1:t/|D| as

the average cumulative important ratio at horizon t in a
dataset D, then from each trajectory in D, the estimates
given by trajectory-wise and step-wise WIS are respectively

VWIS = ⇢1:H

wH

�PH
t=1 �

t�1rt
�
, (6)

Vstep-WIS =
PH

t=1 �
t�1 ⇢1:t

wt

rt . (7)

WIS has lower variance than IS, and its step-wise version
is considered as the most practical point estimator in the IS
family (Precup, 2000; Thomas, 2015). We will compare to
the step-wise IS/WIS baselines in the experiments.

3.3. Doubly Robust Estimator for Contextual Bandits

Contextual bandits may be considered as MDPs with hori-
zon 1, and the sample trajectories take the form of (s, a, r).
Suppose now we are given an estimated reward function
bR, possibly from performing regression over a separate
dataset, then the doubly robust estimator for contextual ban-
dits (Dudı́k et al., 2011) is defined as:

VDR := bV (s) + ⇢
⇣
r � bR(s, a)

⌘
, (8)

where ⇢ := ⇡1(a|s)
⇡0(a|s) and bV (s) :=

P
a ⇡1(a|s) bR(s, a). It is

easy to verify that bV (s) = Ea⇠⇡0

⇥
⇢ bR(s, a)

⇤
, as long as bR

and ⇢ are independent, which implies the unbiasedness of
the estimator. Furthermore, if bR(s, a) is a good estimate of
r, the magnitude of r � bR(s, a) can be much smaller than
that of r. Consequently, the variance of ⇢(r� bR(s, a)) tends

to be smaller than that of ⇢r, implying that DR often has a
lower variance than IS (Dudı́k et al., 2011).

In the case where the importance ratio ⇢ is unknown, DR
estimates both ⇢ and the reward function from data using
some parametric function classes. The name “doubly robust”
refers to fact that if either function class is properly specified,
the DR estimator is asymptotically unbiased, offering two
chances to ensure consistency. In this paper, however, we
are only interested in DR’s variance-reduction benefit.

Requirement of independence In practice, the target pol-
icy ⇡1 is often computed from data, and for DR to stay unbi-
ased, ⇡1 should not depend on the samples used in Eqn.(8);
the same requirement applies to IS. While bR should be in-
dependent of such samples as well, it is not required that
⇡1 and bR be independent of each other. For example, we
can use the same dataset to compute ⇡1 and bR, although an
independent dataset is still needed to run the DR estimator
in Eqn.(8). In other situations where ⇡1 is given directly,
to apply DR we can randomly split the data into two parts,
one for fitting bR and the other for applying Eqn.(8). The
same requirements and procedures apply to the sequential
case (discussed below). In Section 6, we will empirically
validate our extension of DR in both kinds of situations.

4. DR Estimator for the Sequential Setting
4.1. The Estimator

We now extend the DR estimator for bandits to the sequen-
tial case. A key observation is that Eqn.(5) can be written in
a recursive form. Define V 0

step-IS := 0, and for t = 1, . . . , H ,

V H+1�t
step-IS := ⇢t

⇣
rt + �V H�t

step-IS

⌘
. (9)

It can be shown that V H
step-IS is equivalent to Vstep-IS given

in Eqn.(5). While the rewriting is straight-forward, the
recursive form provides a novel and interesting insight that
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is key to the extension of the DR estimator: that is, we can
view the step-wise importance sampling estimator as dealing
with a bandit problem at each horizon t = 1, . . . , H , where
st is the context, at is the action taken, and the observed
stochastic return is rt + �V H�t

step-IS, whose expected value is
Q(st, at). Then, if we are supplied with bQ, an estimate of
Q (possibly via regression on a separate dataset), we can
apply the bandit DR estimator at each horizon, and obtain
the following unbiased estimator: define V 0

DR := 0, and

V H+1�t
DR := bV (st) + ⇢t

⇣
rt + �V H�t

DR � bQ(st, at)
⌘
. (10)

The DR estimate of the policy value is then VDR := V H
DR.

4.2. Variance Analysis

In this section, we analyze the variance of DR in Theorem 1
and show that DR is preferable than step-wise IS when a
good value function bQ is available. The analysis is given in
the form of the variance of the estimate for a single trajec-
tory, and the variance of the estimate averaged over a dataset
D will be that divided by |D| due to the i.i.d. nature of D.
Due to space limit, the proof is deferred to Appendix A.

Theorem 1. VDR is an unbiased estimator of v⇡1,H , whose

variance is given recursively as follows: 8t = 1, . . . , H,
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where �(st, at) := bQ(st, at)�Q(st, at) and

VH+1

⇥
V 0

DR

�� sH , aH
⇤
= 0.

On the RHS of Eqn.(11), the first 3 terms are variances
due to different sources of randomness at time step t: state
transition randomness, action stochasticity in ⇡0, and reward
randomness, respectively; the 4th term contains the variance
from future steps. The key conclusion is that DR’s variance
depends on bQ via the error function � = bQ�Q in the 2nd
term, hence DR with a good bQ will enjoy reduced variance,
and in general outperform step-wise IS as the latter is simply
DR’s special case with a trivial value function bQ ⌘ 0.

4.3. Confidence Intervals

As mentioned in the introduction, an important motivation
for off-policy value evaluation is to guarantee safety before
deploying a policy. For this purpose, we have to charac-
terize the uncertainty in our estimates, usually in terms of
a confidence interval (CI). The calculation of CIs for DR
is straight-forward, since DR is an unbiased estimator ap-
plied to i.i.d. trajectories and standard concentration bounds
apply. For example, Hoeffding’s inequality states that for
random variables with bounded range b, the deviation of
the average from n independent samples from the expected

value is at most b
q

1
2n log 2

� with probability at least 1� �.
In the case of DR, n = |D| is the number of trajectories,
� the chosen confidence level, and b the range of the esti-
mate, which is a function of the maximal magnitudes of rt,
bQ(st, at), ⇢t and �. The application of more sophisticated
bounds for off-policy value evaluation in RL can be found
in Thomas et al. (2015a). In practice, however, strict CIs
are usually too pessimistic, and normal approximations are
used instead (Thomas et al., 2015b). In the experiments, we
will see how DR with normally approximated CIs can lead
to more effective and reliable policy improvement than IS.

4.4. An Extension

From Theorem 1, it is clear that DR only reduces the vari-
ance due to action stochasticity, and may suffer a large
variance even with a perfect Q-value function bQ = Q, as
long as the MDP has substantial stochasiticity in rewards
and/or state transitions. It is, however, possible to address
such a limitation. For example, one modification of DR that
further reduces the variance in state transitions is:

V H+1�t
DR-v2 = bV (st) + ⇢t

⇣
rt + �V H�t

DR-v2

� bR(st, at)� � bV (st+1)
bP (st+1|st,at)
P (st+1|st,at)

⌘
, (12)

where bP is the transition probability of the MDP model that
we use to compute bQ. While we can show that this estimator
is unbiased and reduces the state-transition-induced variance
with a good reward & transition functions bR and bP (we omit
proof), it is impractical as the true transition function P is
unknown. However, in problems where we are confident
that the transition dynamics can be estimated accurately
(but the reward function may be poorly estimated), we can
assume that P (·) = bP (·), and the last term in Eqn.(12)
becomes simply � bV (st+1). This generally reduces more
variance than the original DR at the cost of introducing a
small bias. The bias is bounded in Proposition 1, whose
proof is deferred to Appendix B. In Section 6.1.3 we will
demonstrate the use of such an estimator by an experiment.
Proposition 1. Define ✏ = maxs,a k bP (·|s, a)�P (·|s, a)k1.

Then, the bias of DR-v2, computed by Eqn.(12) with the

approximation bP/P ⌘ 1, is bounded by ✏Vmax
PH

t=1 �
t
,

where Vmax is a bound on the magnitude of bV .

5. Hardness of Off-policy Value Evaluation
In Section 4.4, we showed the possibility of reducing vari-
ance due to state transition stochasticity in a special scenario.
A natural question is whether there exists an estimator that
can reduce such variance without relying on strong assump-
tions like bP ⇡ P . In this section, we answer this question
by providing hardness results on off-policy value evaluation
via the Cramer-Rao lower bound (or C-R bound for short),
and comparing the C-R bound to the variance of DR.
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is key to the extension of the DR estimator: that is, we can
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In this section, we analyze the variance of DR in Theorem 1
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On the RHS of Eqn.(11), the first 3 terms are variances
due to different sources of randomness at time step t: state
transition randomness, action stochasticity in ⇡0, and reward
randomness, respectively; the 4th term contains the variance
from future steps. The key conclusion is that DR’s variance
depends on bQ via the error function � = bQ�Q in the 2nd
term, hence DR with a good bQ will enjoy reduced variance,
and in general outperform step-wise IS as the latter is simply
DR’s special case with a trivial value function bQ ⌘ 0.

4.3. Confidence Intervals

As mentioned in the introduction, an important motivation
for off-policy value evaluation is to guarantee safety before
deploying a policy. For this purpose, we have to charac-
terize the uncertainty in our estimates, usually in terms of
a confidence interval (CI). The calculation of CIs for DR
is straight-forward, since DR is an unbiased estimator ap-
plied to i.i.d. trajectories and standard concentration bounds
apply. For example, Hoeffding’s inequality states that for
random variables with bounded range b, the deviation of
the average from n independent samples from the expected

value is at most b
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� with probability at least 1� �.
In the case of DR, n = |D| is the number of trajectories,
� the chosen confidence level, and b the range of the esti-
mate, which is a function of the maximal magnitudes of rt,
bQ(st, at), ⇢t and �. The application of more sophisticated
bounds for off-policy value evaluation in RL can be found
in Thomas et al. (2015a). In practice, however, strict CIs
are usually too pessimistic, and normal approximations are
used instead (Thomas et al., 2015b). In the experiments, we
will see how DR with normally approximated CIs can lead
to more effective and reliable policy improvement than IS.

4.4. An Extension

From Theorem 1, it is clear that DR only reduces the vari-
ance due to action stochasticity, and may suffer a large
variance even with a perfect Q-value function bQ = Q, as
long as the MDP has substantial stochasiticity in rewards
and/or state transitions. It is, however, possible to address
such a limitation. For example, one modification of DR that
further reduces the variance in state transitions is:
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where bP is the transition probability of the MDP model that
we use to compute bQ. While we can show that this estimator
is unbiased and reduces the state-transition-induced variance
with a good reward & transition functions bR and bP (we omit
proof), it is impractical as the true transition function P is
unknown. However, in problems where we are confident
that the transition dynamics can be estimated accurately
(but the reward function may be poorly estimated), we can
assume that P (·) = bP (·), and the last term in Eqn.(12)
becomes simply � bV (st+1). This generally reduces more
variance than the original DR at the cost of introducing a
small bias. The bias is bounded in Proposition 1, whose
proof is deferred to Appendix B. In Section 6.1.3 we will
demonstrate the use of such an estimator by an experiment.
Proposition 1. Define ✏ = maxs,a k bP (·|s, a)�P (·|s, a)k1.

Then, the bias of DR-v2, computed by Eqn.(12) with the

approximation bP/P ⌘ 1, is bounded by ✏Vmax
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where Vmax is a bound on the magnitude of bV .

5. Hardness of Off-policy Value Evaluation
In Section 4.4, we showed the possibility of reducing vari-
ance due to state transition stochasticity in a special scenario.
A natural question is whether there exists an estimator that
can reduce such variance without relying on strong assump-
tions like bP ⇡ P . In this section, we answer this question
by providing hardness results on off-policy value evaluation
via the Cramer-Rao lower bound (or C-R bound for short),
and comparing the C-R bound to the variance of DR.
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sion estimators have provably low variances and negligible
biases (Mannor et al., 2007), and often outperform alterna-
tives in practice (Paduraru, 2013).

However, real-world problems usually have a large or even
infinite state space, and many state-action pairs will not
be observed even once in the data, rendering the necessity
of generalization in model fitting. To generalize, one can
either apply function approximation to fitting cM (Jong &
Stone, 2007; Grünewälder et al., 2012), or to fitting the
value function directly (Bertsekas & Tsitsiklis, 1996; Sutton
& Barto, 1998; Dann et al., 2014). While the use of function
approximation makes the problem tractable, it can introduce
bias to the estimated value when the MDP parameters or the
value function cannot be represented in the corresponding
function class. Such a bias is in general hard to quantify
from data, thus breaks the credibility of estimations given
by regression based approaches (Farahmand & Szepesvári,
2011; Marivate, 2015; Jiang et al., 2015).

3.2.2. IMPORTANCE SAMPLING ESTIMATORS

The IS estimator provides an unbiased estimate of ⇡1’s
value by averaging the following function of each trajec-
tory (s1, a1, r1, . . . , sH+1) in the data: define the per-step
importance ratio as ⇢t := ⇡1(at|st)/⇡0(at|st), and the
cumulative importance ratio ⇢1:t :=

Qt
t0=1 ⇢t0 ; the basic

(trajectory-wise) IS estimator, and an improved step-wise
version are given as follows:

VIS := ⇢1:H ·
�PH

t=1 �
t�1rt

�
, (4)

Vstep-IS :=
PH

t=1 �
t�1⇢1:t rt. (5)

Given a dataset D, the IS estimator is simply the average
estimate over the trajectories, namely 1

|D|
P

i=1 V
(i)

IS , where

|D| is the number of trajectories in D and V (i)
IS is IS applied

to the i-th trajectory. (This averaging step will be omitted for
the other estimators in the rest of this paper, and we will only
specify the estimate for a single trajectory). Typically, IS
(even the step-wise version) suffers from very high variance,
which easily grows exponentially in horizon.

A variant of IS, weighted importance sampling (WIS), is a
biased but consistent estimator, given as follows together
with its step-wise version: define wt =

P|D|
i=1 ⇢

(i)
1:t/|D| as

the average cumulative important ratio at horizon t in a
dataset D, then from each trajectory in D, the estimates
given by trajectory-wise and step-wise WIS are respectively

VWIS = ⇢1:H

wH

�PH
t=1 �

t�1rt
�
, (6)

Vstep-WIS =
PH

t=1 �
t�1 ⇢1:t

wt

rt . (7)

WIS has lower variance than IS, and its step-wise version
is considered as the most practical point estimator in the IS
family (Precup, 2000; Thomas, 2015). We will compare to
the step-wise IS/WIS baselines in the experiments.

3.3. Doubly Robust Estimator for Contextual Bandits

Contextual bandits may be considered as MDPs with hori-
zon 1, and the sample trajectories take the form of (s, a, r).
Suppose now we are given an estimated reward function
bR, possibly from performing regression over a separate
dataset, then the doubly robust estimator for contextual ban-
dits (Dudı́k et al., 2011) is defined as:

VDR := bV (s) + ⇢
⇣
r � bR(s, a)

⌘
, (8)

where ⇢ := ⇡1(a|s)
⇡0(a|s) and bV (s) :=

P
a ⇡1(a|s) bR(s, a). It is

easy to verify that bV (s) = Ea⇠⇡0

⇥
⇢ bR(s, a)

⇤
, as long as bR

and ⇢ are independent, which implies the unbiasedness of
the estimator. Furthermore, if bR(s, a) is a good estimate of
r, the magnitude of r � bR(s, a) can be much smaller than
that of r. Consequently, the variance of ⇢(r� bR(s, a)) tends

to be smaller than that of ⇢r, implying that DR often has a
lower variance than IS (Dudı́k et al., 2011).

In the case where the importance ratio ⇢ is unknown, DR
estimates both ⇢ and the reward function from data using
some parametric function classes. The name “doubly robust”
refers to fact that if either function class is properly specified,
the DR estimator is asymptotically unbiased, offering two
chances to ensure consistency. In this paper, however, we
are only interested in DR’s variance-reduction benefit.

Requirement of independence In practice, the target pol-
icy ⇡1 is often computed from data, and for DR to stay unbi-
ased, ⇡1 should not depend on the samples used in Eqn.(8);
the same requirement applies to IS. While bR should be in-
dependent of such samples as well, it is not required that
⇡1 and bR be independent of each other. For example, we
can use the same dataset to compute ⇡1 and bR, although an
independent dataset is still needed to run the DR estimator
in Eqn.(8). In other situations where ⇡1 is given directly,
to apply DR we can randomly split the data into two parts,
one for fitting bR and the other for applying Eqn.(8). The
same requirements and procedures apply to the sequential
case (discussed below). In Section 6, we will empirically
validate our extension of DR in both kinds of situations.

4. DR Estimator for the Sequential Setting
4.1. The Estimator

We now extend the DR estimator for bandits to the sequen-
tial case. A key observation is that Eqn.(5) can be written in
a recursive form. Define V 0

step-IS := 0, and for t = 1, . . . , H ,

V H+1�t
step-IS := ⇢t

⇣
rt + �V H�t

step-IS

⌘
. (9)

It can be shown that V H
step-IS is equivalent to Vstep-IS given

in Eqn.(5). While the rewriting is straight-forward, the
recursive form provides a novel and interesting insight that

Jiang, N., & Li, L. Doubly robust off-policy value evaluation for reinforcement 
learning. In ICML 2016.



Mean and Variance of Doubly
Robust OPE in RL
• Doubly Robust OPE in RL is unbiased

• Variance

29

Doubly Robust Off-policy Value Evaluation for Reinforcement Learning

is key to the extension of the DR estimator: that is, we can
view the step-wise importance sampling estimator as dealing
with a bandit problem at each horizon t = 1, . . . , H , where
st is the context, at is the action taken, and the observed
stochastic return is rt + �V H�t

step-IS, whose expected value is
Q(st, at). Then, if we are supplied with bQ, an estimate of
Q (possibly via regression on a separate dataset), we can
apply the bandit DR estimator at each horizon, and obtain
the following unbiased estimator: define V 0

DR := 0, and

V H+1�t
DR := bV (st) + ⇢t

⇣
rt + �V H�t

DR � bQ(st, at)
⌘
. (10)

The DR estimate of the policy value is then VDR := V H
DR.

4.2. Variance Analysis

In this section, we analyze the variance of DR in Theorem 1
and show that DR is preferable than step-wise IS when a
good value function bQ is available. The analysis is given in
the form of the variance of the estimate for a single trajec-
tory, and the variance of the estimate averaged over a dataset
D will be that divided by |D| due to the i.i.d. nature of D.
Due to space limit, the proof is deferred to Appendix A.

Theorem 1. VDR is an unbiased estimator of v⇡1,H , whose

variance is given recursively as follows: 8t = 1, . . . , H,
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where �(st, at) := bQ(st, at)�Q(st, at) and
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= 0.

On the RHS of Eqn.(11), the first 3 terms are variances
due to different sources of randomness at time step t: state
transition randomness, action stochasticity in ⇡0, and reward
randomness, respectively; the 4th term contains the variance
from future steps. The key conclusion is that DR’s variance
depends on bQ via the error function � = bQ�Q in the 2nd
term, hence DR with a good bQ will enjoy reduced variance,
and in general outperform step-wise IS as the latter is simply
DR’s special case with a trivial value function bQ ⌘ 0.

4.3. Confidence Intervals

As mentioned in the introduction, an important motivation
for off-policy value evaluation is to guarantee safety before
deploying a policy. For this purpose, we have to charac-
terize the uncertainty in our estimates, usually in terms of
a confidence interval (CI). The calculation of CIs for DR
is straight-forward, since DR is an unbiased estimator ap-
plied to i.i.d. trajectories and standard concentration bounds
apply. For example, Hoeffding’s inequality states that for
random variables with bounded range b, the deviation of
the average from n independent samples from the expected

value is at most b
q

1
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� with probability at least 1� �.
In the case of DR, n = |D| is the number of trajectories,
� the chosen confidence level, and b the range of the esti-
mate, which is a function of the maximal magnitudes of rt,
bQ(st, at), ⇢t and �. The application of more sophisticated
bounds for off-policy value evaluation in RL can be found
in Thomas et al. (2015a). In practice, however, strict CIs
are usually too pessimistic, and normal approximations are
used instead (Thomas et al., 2015b). In the experiments, we
will see how DR with normally approximated CIs can lead
to more effective and reliable policy improvement than IS.

4.4. An Extension

From Theorem 1, it is clear that DR only reduces the vari-
ance due to action stochasticity, and may suffer a large
variance even with a perfect Q-value function bQ = Q, as
long as the MDP has substantial stochasiticity in rewards
and/or state transitions. It is, however, possible to address
such a limitation. For example, one modification of DR that
further reduces the variance in state transitions is:
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where bP is the transition probability of the MDP model that
we use to compute bQ. While we can show that this estimator
is unbiased and reduces the state-transition-induced variance
with a good reward & transition functions bR and bP (we omit
proof), it is impractical as the true transition function P is
unknown. However, in problems where we are confident
that the transition dynamics can be estimated accurately
(but the reward function may be poorly estimated), we can
assume that P (·) = bP (·), and the last term in Eqn.(12)
becomes simply � bV (st+1). This generally reduces more
variance than the original DR at the cost of introducing a
small bias. The bias is bounded in Proposition 1, whose
proof is deferred to Appendix B. In Section 6.1.3 we will
demonstrate the use of such an estimator by an experiment.
Proposition 1. Define ✏ = maxs,a k bP (·|s, a)�P (·|s, a)k1.

Then, the bias of DR-v2, computed by Eqn.(12) with the

approximation bP/P ⌘ 1, is bounded by ✏Vmax
PH
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,

where Vmax is a bound on the magnitude of bV .

5. Hardness of Off-policy Value Evaluation
In Section 4.4, we showed the possibility of reducing vari-
ance due to state transition stochasticity in a special scenario.
A natural question is whether there exists an estimator that
can reduce such variance without relying on strong assump-
tions like bP ⇡ P . In this section, we answer this question
by providing hardness results on off-policy value evaluation
via the Cramer-Rao lower bound (or C-R bound for short),
and comparing the C-R bound to the variance of DR.
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using the observed data and the known action probabilities. Different from previous studies, we focus
on the case where S is sufficiently small but S2A is too large for a reasonable sample size. In other
words, this is a setting where we do not have enough data points to estimate the state-action-state
transition dynamics, but we do observe the states and can estimate the distribution of the states
after the change of policies, which is our main strategy.

Assumptions: We list the technical assumptions we need and provide necessary justification.

A1. 9Rmax,� < +1 such that 0  E[rt|st, at, st+1]  Rmax,Var[rt|st, at, st+1]  �2 for all t, st, at.

A2. Behavior policy µ obeys that dm := mint,st d
µ

t
(st) > 0 8t, st such that d⇡t (st) > 0.

A3. Bounded weights: ⌧s := maxt,st
d
⇡
t (st)

d
µ
t (st)

< +1 and ⌧a := maxt,st,at
⇡(at|st)
µ(at|st) < +1.

Assumption A1 is assumed without loss of generality. The � bound is required even for on-policy
evaluation and the assumption on the non-negativity and Rmax can always be obtained by shifting
and rescaling the problem. Assumption A2 is necessary for any consistent off-policy evaluation
estimator. Assumption A3 is also necessary for discrete state and actions, as otherwise the second
moments of the importance weight would be unbounded. For continuous actions, ⌧a < +1 is
stronger than we need and should be considered a simplifying assumption for the clarity of our
presentation. Finally, we comment that the dependence in the parameter dm, ⌧s, ⌧a do not occur in
the leading O(1/n) term of our MSE bound, but only in simplified results after relaxation.

3 Marginalized Importance Sampling Estimators for OPE

In this section, we present the design of marginalized IS estimators for OPE. For small action spaces,
we may directly build models by the estimated transition function Tt(st|st�1, at�1) and the reward
function rt(st, at, st+1) from empirical data. However, the models may be inaccurate in large action
spaces, where not all actions are frequently visited. Function approximation in the models may cause
additional biases from covariate shifts due to the change of policies. Standard importance sampling
estimators (including the doubly robust versions)[Dudík et al., 2011; Jiang and Li, 2016] avoid the
need to estimate the model’s dynamics but rather directly approximating the expected reward:

bv⇡IS =
1

n

nX

i=1

HX

h=1

"
hY

t=1

⇡(a(i)
t
|s(i)

t
)

µ(a(i)
t
|s(i)

t
)

#
r(i)
h
.

To adjust for the differences in the policy, importance weights are used and it can be shown that
this is an unbiased estimator of v⇡ (See more detailed discussion of IS and the doubly robust version
in Appendix C). The main issue of this approach, when applying to the episodic MDP with large
action space is that the variance of the importance weights grows exponentially in H [Liu et al.,
2018a], which makes the sample complexity exponentially worse than the model-based approaches,
when they are applicable. We address this problem by proposing an alternative way of estimating
the importance weights which achieves the same sample complexity as the model-based approaches
while allowing us to achieve the same flexibility and interpretability as the IS estimator that does not
explicitly require estimating the state-action dynamics Tt. We propose the Marginalized Importance
Sampling estimator:

bv⇡MIS =
1
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nX
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t=1
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bdµ
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(i)
t
). (3.1)

4

The curse of horizon. (Liu et al, 2018 NeurIPS)
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